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Classification Using Genetically-Evolved Connections 
John A. Fulcher 

Department of Computer Science 
University of Wollongong NSW 2522 

Australia 
john@cs. uow.edu.au 

Abstract 

A statistical-based classifier is described in which the feature detectors are separated from the cognitive memory. The 
feature detector connections are genetically evolved, but unlike conventional genetic algorithms, in a cooperative 
manner. This avoids the need for retraining the statistical data held in memory accumulators, which are used to evaluate 
genetic fitness. The effectiveness of this type of classifier is demonstrated by way of isolated word speech resognition, with 
recognition accuracies of between 75% (unevolved) and 90% (after 20 generations) being typical, for the case of single 
speaker recognition. 

1. Genetic Algorithms 
Genetic algorithms (GAs) mimic biological reproductive 
processes, in which populations of solutions to problems 
(encoded in genetic string fonn) grow, reproduce, and die 
off over several generations. Natural selection ensures that 
some of the offspring of fit patterns will themselves grow 
even stronger, until ultimately survival-of-the-fittest 
occurs, and the "best" solution to the particular problem of 
interest is evolved. 

Fundamental to the application of GAs is the 
ability to encode the problem of interest in genetic string 
form (usually a fixed length binary number). If this can be 
done, evolution then involves the repeated application of 
the three processes (operators) indicated in Figure 1: 

(a) reproduction, 
(b) crossover, and 
(c) mutation. 

During the reproduction phase, a genetic string is selected 
from the current population, and replicated into the next 
generation. One-point crossover involves swapping the bit 
patterns between two genetic strings (from the crossover 
point to the end of the string); this process can be readily 
extended ton-point crossover. During the mutation phase, 
a selected string has some of its bits toggled in order to 
introduce a degree of randomness into the evolutionary 
process (care needs to be taken however with the degree of 
randomness, to ensure that desirable evolutionary gains are 
not destroyed). Lastly, an evaluation function is used to 
assess the goodness-of-fit of a particular solution [6,8]. 

In order to determine whether a specific problem is 
amenable to solution via GAs, we need to ascertain if the 
following criteria are satisfied: 

(i) can the problem be represented in genetic code fonn? 
(ii) is the crossover of genes likely to exchange 
characteristics between population members, or will 
this result in altered or even completely different 
characteristics being acquired by offspring? 
(iii) can an appropriate and easily calculated fitness 
measure be applied to each member's operation? 
(iv) how large will the population need to be in order to 
evolve an optimal solution, and how many generations 
will this take? 
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Reproduction: 

current generation 

Crossover: 

next generation 

current generation members: 

l"'-"-""'"1 1111111111111111 
next generation members: 

~~1111111 111111111:'0.'\1 
Mutation: 

current generation member: 

~00110001101 

• next generation member: 

Figure 1. The Fundamental Genetic Algorithm Processes 

2. Artificial Neural Networks 
Artificial Neural Networks (ANNs) comprise a number of 
interconnected nodes (neurons), often organized in layers. 
Multilayer feedforward networks or multi-layer perceptrons 
(MLPs), as their name suggests, allow connections only in 
a forward direction (i.e. from the input layer towards the 
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output layer). Three layers are shown in the network of 
Figure 2 - input, hidden and output. Each individual neuron 
fires (produces an output) if the weighted sum of its inputs 
exceeds a certain preset threshold. An activation function 
ensures that the output lies between 0 and 1 (unipolar 
sigmoid function) or ±1 (bipolar hyperbolic tan function). 

(forward) 
connection weights 

I 
INPUT 
(n-bit) _. 

VECTOR .... ........,.~~ .... 
INPUT HIDDEN OUTPUT 
LA YEA LA YEA LA YEA .. 

backpropagating error 
(actual-desired output) 

OUTPUT 
(m-bit) 
VECTOR 

Figure 2. Multilayer Feedforward Neural Network 

Training of such multilayer, feedforward networks 
proceeds by presenting input-output training pairs 
(exemplars) to the network. The difference between the 
actual and desired outputs is used to adjust the 
interconnecting weights, firstly between the hidden layer 
and the output layer, then backwards between the input ard 
hidden layers (and so forth if several hidden layers are used) 
-hence the name "backpropagation" algorithm. 

The entire training set is presented to the network 
(one epoch), then this is repeated until the network 
converges to a local (hopefully global) minimum. Many 
such epochs are usually necessary to train a network, 
however once trained it will respond almost 
instantaneously when new input patterns are presented, 
resulting in the output pattern being recalled which most 
closely matches this particular input. Pattern classification 
and/or recognition is the niche application area in which 
ANNs are known to excel. 

3. Genetically Evolved ANNs 
An alternative approach to training ANNs is to genetically 
evolve their interconnecting weights. At first sight ANNs 
would appear to be well suited to such an approach, since 
they are heavily data dependent and can thus be readily 
represented in genetic (bit) string form. 

Genetic evolution of ANNs can be applied either 
to the network weights, the input connections, or the 
network architecture, or indeed to all three. Furthermore, 
evolving network weights can either be performed alone, or 
in conjunction with other learning schemes, such as 
backpropagation. The former approach necessitates the use 
of large populations in order to ensure sufficient diversity 
for optimal solutions to evolve within a "reasonable" 
number of generations. Obviously this is computationally 
intensive, and is usually only suitable for control 
applications [1]. It is rarely pursued for classifiers; the 
latter approach is more appropriate here. For example, 
some backpropagation training could be performed on the 
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network prior to testing and fitness evaluation. This results 
in much faster evolution compared with GAs alone, since 
the genetic codes are only used to locate the global 
minimum. Unfortunately the required size of the genetic 
code usually makes such an approach much slower than 
non-genetic methods. 

It has been known for some time that genetically 
evolving the input connections of neural networks can 
significantly improve their performance [3, 4, 7, 9]. This 
performance increase is achieved by restricting the inputs 
to the principal components of the input vector. However 
this comes at the cost of increased computational overhead, 
since the network needs to be retrained (to avoid local 
minima) every time genetic fitness is evaluated. 
Furthermore, measures need to be taken to avoid local 
minima causing false fitness ratings from occurring, and 
for this reason evolution of input connections is often 
combined with weight evolution. 

Using GAs to evolve the ANN structure 
necessitates not only similar fitness evaluations as with 
evolving input connections, but also the use of much 
longer structural codes, thus resulting in much slower 
evolution. For these reasons, alternative methods are 
preferred which incrementally alter the ANN structure. This 
minimizes the impact on current learnt memories, thereby 
avoiding the need for retraining when the structure changes 
[2, 5]. 

4. Speech Recognition 
Modem speech recognition regards the identification of 
spoken utterances as a pattern recognition task. Several 
different approaches have been applied to solving this 
problem, including templating, dynamic time warping, 
statistical feature detection, Hidden Markov Models, and 
ANNs. 

Templating is an approach which compares 
features within frames with templates stored in memory 
(frames of equal duration - typically 10-30ms - are used 
with continuous speech recogntion, whereas for isolated 
word speech recognition, these durations vary). Not only 
does each speech frame need to be compared with all stored 
feature templates, but each template needs to be windowed 
across the entire frame to determine whether or not that 
particular feature is in fact present. The disadvantage of 
such an approach is the substantial overhead, in terms of 
both memory capacity and processing time, due to the 
larger number of templates required (especially for multiple 
speakers). 

Dynamic time warping reduces the overall number 
of templates by rendering them deformable, such that each 
is able to fit a range of temporal variants. Whilst this can 
improve the efficiency and effectiveness of template 
matching, careful constraints need to be imposed in order 
to prevent over-distortion and the fitting of 
unrepresentative features. 

An alternative approach is to record all the 
different permutations in which each feature occurs, 
together with a tally of the number of times it actually 
occurred within each spoken word of the sample data. This 
enables features to be mapped directly to memory, provided 
both the vocabulary and features are sufficiently small in 
number, or if the speech data is coarsely segmented within 
frames. This leads to a smaller string of values, thus 
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making direct memory referencing possible. However this 
increases the likelihood of different features becoming 
represented by the same string. This can be overcome to 
some degree by accessing statistical data for each detected 
feature in order to locate the word having the highest 
probability of possessing all the detected features in 
sequence (or at least in close proximity to each other). 
Indeed this is the approach followed with Hidden Markov 
Models (HMMs). 

HMMs consist of states accessible via various 
paths which define spoken words or sentences. The 
likelihood of arriving at a given state can either depend 
solely on the immediate prior state (first order HMM), or 
on several prior states (higher order HMMs). The latter, 
not surprisingly, requires more overhead (both time and 
memory). 

Apart from these classical techniques, ANNs also 
have been successfully applied to speech recognition [10, 
11]. 

We concern ourselves in the present study with a 
variant of statistical feature detection - one which uses GAs 
to evolve the internal representations. 

5. Speech Preprocessing 
Irrespective of the specific technique used, some form of 
preprocessing will need to be invoked prior to speech 
recognition proper. Detection of the beginning and end of 
spoken words in isolated word recognition is a relatively 
straightforward exercise using average power thresholds, as 
indicated in Figure 3. In the present study, each time the 
power exceeds the lower threshold k 1 , the time A 1 is 
noted. Should the power then reach the second threshold k2 
within 75ms, then A1 is taken to be the start of the word 
(if the difference between A 1 and A2 exceeds 75ms, then 
A2 is the start). Likewise A3 is regarded as the word end if 
(A4 - A3) is less than 75ms. Conversely A4 is taken to be 
the end if it exceeds 75ms (this is unless A5 exceeds the 
start threshold by 150ms, in which case it is considered to 
be a continuation of the same word). It should be pointed 
out that such a simplistic method is only suitable for high 
resolution, noise free speech data. 

log 
Energy 

k4 1----11--\-------

k2 l---#------t.:,------

k3 ~~#+------~~~---

k1 

A1 A2 A3 A4 A5 time 

Figure 3. Detection of Spoken Word Beginning and End 

Once the start and end positions have been 
determined, the word is divided into a predetermined 
number of equal sections. The average period (frequency) 
and amplitude of each word section is then calculated and 
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loaded into two separate (integer) arrays. each element of 
this array is subsequently normalized prior to quantizing 
into a preset number of levels; this is performed in order to 
prevent idiosyncratic or long-term settings· of loudness or 
pitch affecting the interpretation process. 

6. Genetically Evolved Statistical 
Classifier 
It was pointed out in Section 3. that evolution of ANN 
input connections is computationally expensive, since it 
necessitates retraining of the network in order to avoid 
local minima each time a fitness evaluation is calculated. 
In order to reduce this computaitonal load, a statistical 
classifier has been devised which separates out the feature 
detectors from the cognitive memory. Moreover the 
(unweighted) connections between the feature detectors and 
the input patterns are genetically derived (Figure 4). By 
contrast, the cognitive memory within an ANN is 
inseparable from its feature detection mechanism; both 
reside within the network weights. Furthermore, the 
contents of this memory are set according to the input-
output training patterns. 

INPUT 
DATA 

COGNITIVE 
MEMORY 

Feature 
Detectors 

A 
8 
c 
A 
8 
c 
A 
8 
c 
A 
8 
c 
A 
8 
c 
A 
8 
c 

OUTPUT 
CLASSIFICATION 

Figure 4. Genetically-derived Connections between 
Feature Detectors and Input Patterns 

6.1 Feature Detector 

The new architecture avoids the need to retrain 
(reload) statistical data in order to perform genetic fitness 
evaluation of the feature detector connections (by contrast, 
if ANN inputs are reconfigured once the network has been 
trained, then patterns belonging to the same class may no 
longer be correctly recognized). Moreover, whereas 
conventional GAs represent a means by which we are able 
to search for optimal genetic codes, the cooperative 
sol~tion desc~~ed below am~unts to a means of evolving a 
device compnsmg a populatiOn of genetically determined 
cooperating (specialist) members. 
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Now if the genetic code corresponding to new 
feature detector connections is derived from highly 
correlated parent feature detectors, then it is likely that the 
new feature detector could be even more effective than 
either parent. This constitutes cognitive evolution without 
the need for retraining. Also, the mutation operator will 
cause connections to unknown data sources to occur. 
Should these connections happen to find additional sources 
of information, then the corresponding genes will be 
passed on to subsequent generations. 

In this manner, as the entire feature detector 
population evolves, it explores its cognitive sources and 
establishes optimal connections to the source object. This 
enables the population, and hence the cognizer, to 
efficiently evolve its maximum cognitive capability within 
its structural constraints. 

6.2 Memory Element 

The cognitive memory element needs to be some 
kind of associative memory. The real-world information of 
interest (sound, vision etc.) will usually be far too large to 
be mapped directly to memory; it will first need to be 
segmented or quantized in order for each input pattern to 
address many regions within the memory object. Indeed, 
the more the input information can be broken into discrete 
quanta, the better the cognizer should work, since the GA 
provides a powerful mechanism for finding regions of 
memory from which correlative information can be 
extracted. 

We thus require a memory element in which input 
patterns are split up and mapped diversely into various 
locations within it. In each memory location we store not 
only the pattern class, but also a count of the proportion of 
time that each pattern belonging to a particular class 
addresses each specific memory location. This provides the 
feature detectors with statistical information with which to 
assist in pattern classification. In other words, the feature 
detectors collect statistical information from their 
numerous connections and make judgements as to which 
class the input patterns belong. These features will pass 
their genes - and hence their connections - to succeeding 
generations, thereby enabling the cognizer to evolve ever 
increasing capabilities. 

Once sufficient statistical information about the 
word frequency and amplitude has been gathered and stored 
in the associative memory, feature detectors are genetically 
evolved in order to located the appropriate areas of memory 
and make judgements as to what the spoken word inputs 
actually are. 

Let us now turn our attention to the simplified 
example of Figure 5, in which the amplitude and frequency 
are quantized to four levels only, and in which we are 
attempting to discriminate between the four words (robot 
commands): 

'up' 
'down' 
'left' 
'right' 

The appropriate memory object for this example is an 
8*4*4 3D integer array (a total of 8 time units is assumed 
here). 
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I I I 
"right" 
"left" 
••upll 
"down" 

Amplitude 
Characteristics 

aO a1 a2 a3 

41evels of 
amplitude 

Frequency 
Characteristics 

fO f1 f2 f3 

41evels of 
frequency 

Figure 5. Memory Element for Accumulating Amplitude 
and Frequency Characteristics of Spoken Words 

6.3 Accumulation of Statistical Data 

Statistical information about the spoken words is 
accumulated by presenting quantized spoken word data 
together with the word_ID, and incrementing the eight 
resulting referenced integers, which will subsequently be 
used as "event counters". In the example of Figure 6, 
quantized data derived from the spoken word 'up' causes 
eight arrays to be referenced (which correspond to the eight 
frequency and amplitude levels extracted from the quantized 
input). The element labelled 'up' is incremented for each of 
the eight referenced arrays. With repeated presentation of 
isolated spoken words to this system, the memory object 
acquires a significant amount of statistical information 
about the frequency and amplitude levels, as well as the 
word poitions in which they occur. 

Now since words are rarely spoken in exactly the 
same manner, even by the same speaker, it is more than 
likely that each word will occur with a range of possible 
values in each of the eight units which comprise the 
quantized data. It is also likely that some words will have 
beginnings, ends and/or mid-sections in which the 
quantized values occur much more reliably and uniquely, 
thereby increasing the probabliity of reliable word 
classification. On the other hand, other word elements 
could lead to irregular occurrences. Thus word recognition 
based on these positions would prove unreliable. 

6.4 Evolution of Feature Detectors 

It would be feasible however to analyse the 
statistical data accumulated for each word's quantized data in 
order to devise rules for estimating the word in question, 
however this is actually unnecessary since we can 
genetically evolve the feature detectors in this system in 
order to determine reliable sources of statistical 
information. The appropriate genetic code in this case is a 
simple 8-bit string, each bit corresponding to a connection 
between the feature detector and one of the memory 
element arrays referenced by the quantized data, as indicated 
in Figure 7. 
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1 

average 
Amplitudes 

t=1 t=2 

2 3 

,+ 
t=3 

2 

+ 
t=O 

2 
+ 

average 
Frequencies 

t=1 t=2 

3 0 

+ + 
t=3 

2 

+/ 
to other counters 

, 
r---

"r'' 11111 .. u.. "d" - 0 

I 1 I 4 1121 7]+ - 1 -
increment 2 - 3 .........__ ,, 

Figure 6. Accumulation of Statistical Information in 
Memory Element 

In addition to possessing a genetic code arxl 
associated pointers for referencing the memory element, 
each feature detector also incorporates an array of floating 
point numbers for acquiring probabilities from the memory 
element as to the likely occurrence of each input word. The 
probability array is created by presenting quantized data to 
the memory element, converting all the addressed arrays of 
counts to probabilities, then multiplying together the 
resulting probabilities associated with the feature detector 
pointers. The probabilities in each feature detector 
constitute independent genetically derived likelihoods that 
each word in the vocabulary (four in the above example) 
comprises the quantized values delivered to the classifier 
(Figure 8). 

STATISTICAL 
ACCUMULATOR 

FEATURE 
DETECTOR 

Figure 7. Storage of Connection Strengths as Genetic 
Codes (Bit Strings) 
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+total 

Probability 
Array 

FEATURE 
DETECTOR 

Figure 8. Classification of Input Vector by Feature 
Detectors 

6.5 Fitness Evaluation 

5 

We now have three choices with which to decide 
what the input word is - maximum element (in one 
probability array of a single feature detector), maximum 
sum (by adding together all feature detector probability 
arrays), or voting (between all feature detectors). The 
appropriate decision strategy depends to a large extent on 
the manner in which the feature detectors are evolved. Two 
ctireria were considered during the course of the present 
study - cooperating individuals and cooperating specialists. 
The former determines the fitness of a feature detector 
according to the degree of its contribution to correct 
responses; the latter bases its fitness calculation on the 
ability of the feature detector to recognize specific words. 
Such cooperative behaviour between the feature detectors 
prevents dominant genes from becoming over proliferated. 

Now provided each feature detector contains 
genetic codes, they will possess different "views" of the 
input word data. Some will be good at detecting certain 
words only; others may behave more as "all rounders", 
while still others may not be good at recognizing any 
words! Ideally, we would like to genetically evolve the 
feature detectors to the point where their combined activity 
extracts the best performance from the classifier. To 
achieve this, each feature detector in each generation would 
need to be exposed to sample point data, and have its 
fitness evaluated according to one of the above criteria. 

In order to facilitate this fitness evaluation, each 
feature detector is provided with a 2D array in which to 
record its performance. This performance array contains 
four smaller arrays, each comprising four elements, which 
are referenced by the correct classification (moreover, this 
is the location where the responses of the feature detector 
to the input data are accumulated). During evolution, 
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whenever a feature detector determines its responses to the 
input data, it is subsequently provided with the correct 
classification. This is used to reference the corresponding 
row of the performance array, in order to add its contents to 
this row, as indicated in Figure 9. This procedure results in 
the diagonal elements of the performance array containing 
the accumulated sum of probabilities arrived at for correct 
classifications, whereas the off-diagonal terms correspond 
to sums of probabilities detennined for incorrect 
classifications. Following a test run, each row thus 
respresents the degree to which the feature detector 
performed at recognition of the corresponding class in the 
test set. 

correct answer 

"right" "left" "up" "down" 

rfo.o9 0.21 0.42 0.28 

Probabili~ Arrgy 

1.08 3.24 2.24 9.38 

~ 2.05 1.26 5.92 1.23 

3.07 8.23 1.67 0.19 

7.09 2.29 4.22 0.25 

Performance Array 

Feature Detector 

.. down .. 
"up .. 
"left" 
"right .. 

Figure 9. Feature Detector Performance Array 

The overall feature detector fitness is then 
calculated in the following manner: Firstly, the 
performance figure for each class is evaluated by dividing 
the correct contribution by the incorrect contributions for 
each row of the performance array (Figure 10). 

Feature Detector 
Performance Array 

"right" "left" "up" "down" 

lldll 
.. u .. 

11111 

.. r. 

1.08 
2.05 

3.07 
7.09 

3.24 
1.26 

8.23 
2.29 

2.24 9.38 

5.92 1.23 
1.67 0.19 

4.22 0.25 

Class Fitness 

9.38/(1.08+3.24+2.24}=1.43 
5.92/(2.05+ 1.26+ 1.23}=1.30 
8.23/(3.07 + 1.67 +0.19}=1.67 
7 .09/(2.29+4.22+0.25)=1 .05 

OveraiiFitness = 5.45 
Figure 10. Feature Detector Fitness Evaluation Example 

The class fitness figures are subsequently used to 
evolve feature detectors using cooperative specialist 
evolution. In the former case, the class performance figures 
are summed together in ord~r to derive the overall fitness. 

Summer 1996 

In the case of the latter, all the class performance figures 
are regarded as the class-relative fitnesses, since the 
evolution of a population of cooperative specialists can 
best be performed when each population member possesses 
a fitness figure for each class. 

6.6 Cooperating Specialists 

Evolution of a new generation of feature detectors 
involves the crossover of genes according to some fitness-
based criterion. Now the usual type of genetic search is 
inappropriate in the present appication, since this would 
result in all the feature detectors ending up with the same 
genetic code, or at least sharing the same genes (due to 
"survival-of-the-fittest"). There would be no resulting 
benefit from such evolution, as the feature detectors would 
all possess the same statistical view of the input data. Two 
strategies can be invoked in order to overcome this 
problem. 

Firstly, an additional "rejection" operator can be 
introduced, which is applied after the usual crossover am 
mutation phases. This is used to reject genetic codes which 
bear too close a resemblance to already exisitng codes (in a 
bitwise sense, above some preset threshold). 

Alternatively, the GA reproduction operator can be 
applied to the feature detectors not once, but four times 
(one for each class). Each such reproduction uses the 
fitness measure appropriate to one class only, and thus 
produces one quarter of the overall population. Thus the 
new population comprises an equal number of feature 
detectors, each specifically bred to recognize one class 
only. There is no need to segregate sub-populations here, 
since the likelihood of cross-breeding is reduced by 
redefining the fitness criterion each time. In this manner, a 
population of cooperating specialists results (a reject 
operator can be used in conjunction with these multiple 
reproductions, in order to increase the sub-population 
diversity). 

6. 7 Features of the New Classifier 

It should be emphasized that the preceding 
description is for a GA-based speech interpreter capable of 
resognizing four words only. The resulting overhead for 
this system is summarized in Table 1. 

Quantity Object Memorv 
1 accumulator 156 bvtes 
50 feature 160 bytes 

detectors 
rnisc.data 150 bytes 
objects 
Total 466 bvtes 

Table I. System Overhead 

These figures would scale up linearly for a 
substantial size vocabulary (real-world) isolated word 
speech recognizer. Nevertheless, they would still be 
insignificant when compared with the overhead inherent in 
templating techniques. Other advantages of the new 
classifier are: 

(i) the potential for fast performance (since all memory 
accesses are performed via direct references); further 
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speed improvements would result from implementation 
on a parallel machine, 
(ii) additional speedup could be obtained by reducing 
the number of feature detectors to only the fittest 
members following evolution (most are only needed to 
maintain the gene pool during evolution), 
(iii) since the genetic codes comprise a small number 
of bits, the evolution of feature detectors with optimal 
connections would be expected to occur quickly (with 
reasonably sized populations), 
(iv) although evolution of feature detectors which yield 
optimal performance can take a substantial amount of 
time, acquiring the cognitive memory (statistical data) 
can be achieved in a single iteration of the sample 
speech data, and 
(v) this approach could be readily extended to the 
evolution of feature detectors for continuous speech 
recognition (providing it is possible to accumulate the 
statistical characteristics of phonemes, and an 
appropriate window can be determined). 

7. Experimental Results (Single 
Speaker Isolated Word 
Recognition) 
In order to evaluate the performance of the classifier 
described in Section 6, a prototype was constructed to 
recognize the isolated spoken digits "zero" through "nine". 

Preprocessing consisted of locating isolated 
spoken words within the speech data buffer and segmenting 
them into 16 equal-time intervals. It should ne noted that 
this resolution (>50ms), while sufficient for digit 
recognition, would be too coarse in practice for substantial 
size vocabularies (since no short term phenomenon could 
be represented). 

The average frequency and amplitude were 
extracted from each time interval, and quantized into l-of-8 
levels. The classifier proper thus receives a 32-element 
vector as its input. The appropriate accumulator thus takes 
the form of the 32*8*10 3D array shown in Figure 11. 

Amplitude Frequency 

ao . . . . . . . . . . . .. . . . . . . . . . . . . . a 15 to . . . . . . . . . . . . . . . . . . . . . . . . . f15 

I I I I I I I I I I I I I ltl I I 
(32-element vector) 

"zero" "one" ........•........... "eight" "nine" 
0 
1 
2 
3 
4 
5 
6 
7 

I I 
1 0-word vocabulary 

a levels of 
amplitude & 
frequency 

Figure 11. The Statistical Accumulator used in the 
Prototype Classifier 
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The classifier was trained with lO sets (each 
comprising 260 words), and tested with 6 sets (comprising 
100 different words), both speaker-dependent and multi-
speaker (3 persons: 2 male, 1 female). The number of 
feature detectors was fixed throughout at 100. 

Initially, the training data was loaded into the 
accumulator and all genetic codes (which define the feature 
detector connections) randomly set. Evolution took place 
by repeatedly exposing the classifier to sequences of 
randomly chosen training and test data, accumulating 
further data, evaluating fitness measures and measuring test 
set performance. Training sets were used both to update the 
accumulator and, in the event of errors, determine the 
fitness measure. Five of the six test sets were used to 
evolve the connections and measure fitnesses; the 
remaining test set was used to evaluate the test error rate 
only. Both cooperative individual and cooperative specialist 
evolution was performed on the feature detectors (using 
maximum-of-totals and maximum-element decision 
policies, respectively). 

Figure 12 shows the average learning rate for both 
coop-individual and coop-specialist evolution on speaker-
dependent data. Prior to evolution, the classifier was able 
to recognize 95% of the training data and 75% of the test 
data for coop-specialist evolution (and 93% and 70% 
respectively for coop-individual evolution). These 
relatively high initial recognition rates can be attributed to 
the random correlations between the input data and the 
statistical training data contained in the accumulator. 

20 

15 

10 

5 

• Coop-individual 
o Coop-Specialist 

0 2 4 6 8 10 .12 14 16 18 20 

Number of Generations 

Figure 12. Error Rate versus Number of Evolved 
Generations (Single Speaker) 

For both types of evolution, the training data was 
completely learnt by the sixth generation, after which no 
further accumulator updates occurred. Subsequent evolution 
of the feature detector connections using the training data 
and the five selected test sets improved recognition 
accuracy on the remaining test set to 90% by the 20th 
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generation for coop-specialist evolution (85% for coop-
individual evolution). 

Further evolution failed to improve recognition 
accuracy on the test data, unless additional training data 
was provided to the accumulator, in which case the 
improvement was only slight (1-3%). The classifier would 
therefore be unlikely to reach 100% recognition, 
irrespective of the amount of training data provided, or 
evolution performed. Likewise, increasing the number of 
feature detectors failed to improve the recognition 
performance. 

The multi-speaker results were similar results to 
those of Figure 12, with 85% recognition obtained using 
coop-specialist evolution (compared with 80% for coop-
individual evolution) after 20 generations. Once again, 
further evolution failed to improve on these recognition 
rates. 

8. Conclusion & Suggestions for 
Future Research 
The effectiveness of the classifier prior to evolution of the 
feature detectors is evident in the performance figures 
reported in Section 7, namely 100% of the training data, 
75% of the speaker-dependent test data, and 70% of the 
speaker-independent test data. In other words, the recording 
of statistical information about the input vector elements, 
their levels and their appropriate class within an associative 
memory constitutes a valid approach to isolated word 
speech recognition (granted though, not at the recognition 
levels obtainable with HMMs). 

Secondly, the validity of the previously described 
genetic evolution method is demonstrated in the 
performance figures of Section 7 (Figures 12 & 13). More 
specifically, recognition accuracy can be further enhanced 
by allowing the feature detectors to evolve their own 
optimal view of the relationships between the incoming 
vectors and the previously recorded statistical data. 
Morevoer, such evolution is possible without the need for 
re-acquiring cognitive memories by way of retraining. 

In other words, it is possible to evolve processes 
comprising cooperating members from the same 
population. Statistical classifiers are one means of 
achieving principal component analysis without the time 
complexity overhead usually associated with ANNs. 

Improvements to the basic classifier described 
above are possible, for example by incorporating regional 
mapping or HMMs. The former would necessitate 
searching neighbouring memory regions for high 
occurrences of a particular class, in order to identify vectors 
mapped to locations deficient in statistical data (this is 
avoided to some extent in templating and vector 
quantization techniques, where it is possible to measure the 
closeness of an input vector to each of the 
templates/neighbourhoods which define the various 
classes). Furthermore, the incorporation of HMMs would 
enable input vectors to be recognized as sequences of 
numbers with statistical correspondences to the different 
classes. 

One limitation of the current system is that the 
statistical accumulator (memory element) accumulates 
statistics from all the training data, not just clusters of 
similar patterns (which explains the poor performance 
witnessed with multi-speaker recognition). This could be 
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overcome by replacing the existing memory element by a 
Fuzzy Associative Memory. 

Implementation of such enhancements is left for a 
future study, as is the application of such classifiers to 
areas other than speech recognition, such as robot sensor 
data fusion (the primary focus of this study after all was 
not speech recognition per se, but rather the genetically 
evolved classifier). 
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Abstract 
Document image processing has become an increasingly important technology in the automation of office documentation 
tasks. Automatic document scanners such as text readers and OCR (Optical Character Recognition) systems are an 
essential component of systems capable of those tasks. One of the problems in this field is that the document to be read is 
not always placed correctly on a flat-bed scanner. This means that the document may be skewed on the scanner bed, 
resulting in a skewed image. This skew has a detrimental effect on document analysis, document understanding, and 
character segmentation and recognition. Consequently, detecting the skew of a document image and correcting it are 
important issues in realizing a practical document reader. 

In this paper, we describe two new algorithms - one for skew detection and one for skew correction. The new skew 
correction algorithm we propose has been shown to be fast and accurate, with run times averaging under 1.5 CPU 
seconds and 30 seconds real time to calculate the angle on a 5000/20 DEC workstation. We have tested with more than 
100 images with extremely promising results. 

1. Introduction 
Over the past few years many researchers have explored 
methods on detecting the skew angle of a page 
document. The main motivation for this effort has come 
from the need to have an unskewed digitized document 
image for the subsequent stages of processing such as 
segmentation and optical character recognition of a 
document image analysis system. Efficient and reliable 
method for detecting the skew angle of a composite page 
document containing mixed text, graphics, line segments 
and other forms together is becoming more important in 
this evolving research area. 

Many methods have been proposed to detect the skew 
angle of a page document. For example, Srihari and 
Govindaraju [1], Le et al [2] and Hinds et al [3] and 
utilized the Hough transform approach while Baird [4], 
Akiyama and Hagita [5] and Pavlidis and Zhou [6] used 
the projection profile technqiue. Moreover, Postl [7] 
used two-dimensional Fourier transform and Bessho et a1 
[8] used the correlation and regression method and 
Ishitani [9] used the complexity variance. Although the 
Hough transform is computationally expensive, it is 
accurate, robust, reliable and noise insensitive for skew 
detection. 

In this paper, we present a new algorithm for skew angle 
detection by using the Hough transform. The literature 
presented techniques based on the Hough transform 
process an excessive amount of data. The speed of 
processing is proportional to the amount of data 
required. The new algorithm reduces the amount of data 
required for detecting the skew angle by using the 
bottom most connected components thus the speed for 
skew detection can be enhanced while preserving the 
accuracy in determining the skew angle. 

The algorithm can be divided into four major 
components. The first step is digitisation in which the 
original image is transformed into a gray level image 
utilising a 300 dpi (dot per inch) scanner. Second, an 
appropriate threshold is chosen to separate the 
foreground objects such as characters and the 
background image such as noise. Third, a skew detection 
algorithm is used in which the dominant skew angle of 
the page document is detected. Finally, askew correction 
technique is applied for which the skewed image is 
rotated to give an upright image. Figure 1 illustrates the 
block diagram of the system. 
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Figure 1: System diagram of the skew detection and correction processes 

Australian Journal of Intelligent Information Processing Systems 



2. Digitisation and Thresholding 
Each page document is converted to a digital image 
using a 300 dpi scanner and stored as a gray level image. 
An appropriate threshold value must be found for the 
binarization of a gray level image. At this point it is 
desirable to preserve the character, and a small amount 
of scattered noise is acceptable. The thresholding 
technique is applicable to a document image with several 
colors. 

The program generates a histogram from all pixel values 
and smooths it by a sliding average of the number of 
pixels of each gray scale intensity. Then it checks for 
local maxima. The two maxima with the greatest number 
of pixels are then chosen to represent the gray scale 
levels for the foreground objects such as characters and 
background image (M1 and M2, respectively). The local 
maxima between these two points are then checked, and 
if the number of pixels of one of these gray scale values 
is greater than 1/N times the number at value M~o where 
N is a predetermined value, this level (M3) is chosen to 
represent an average value of the third dominant color of 
the image. We have found that N = 5 works well with the 
data without detecting spurious noise thresholds. To find 
the cutoff level for the background, Otsu's algorithm 
[ 10] is then applied to find a threshold between M3 and 
M2, if M3 exists, otherwise between M1 and M2. We 
assume that distinct and widely separated peaks can be 
found in most documents, thus Ostu's global non-
parametric thresholding technique is adequate. 

This skew detection and correction system is designed to 
handle gray level images. As gray-scale are becoming 
increasingly prevalent, digitized document images are in 
gray-scale, there is a growing need to handle these 
documents. Apart from the gray level images, the 
algorithm also works on binary and color images with 
appropriate modifications to the digitisation and 
thresholding stages. The skew detection algorithm can be 
similarly modified. 

3. Skew Detection 
In this paper, we present a new algorithm to determine 
the skew angle of the document. The skew detection 
process can be divided into four stages: 1) creation of 
connected components; 2) extraction of bottom most 
connected components; 3) the Hough Transform and 4) 
determination of skew angle. 

3.1 . Creation of Connected Components 
Connected components are rectangular boxes bounding 
together regions of 8-connected black pixels. The 
objective of the connected component analysis of an 
image is to form rectangles around distinct components 
on the page, whether they be textual elements such as 
characters or non-textual elements such as images. These 
bounding. rectangles then form the skeleton for all future 
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analysis on the page. An illustration of an image and its 
connected component skeleton is shown in Figure 2. 
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Figure 2: Example of digitized image of business card 
and the corresponding connected components 

The algorithm used to obtain the connected components 
is a simple iterative procedure which compares 
successive scanlines of an image to determine whether 
black pixels in any pair of scanlines are connected 
together. Bounding rectangles are extended to enclose 
any groupings of connected black pixels between 
successive scanlines, Figure 3 demonstrates this 
procedure. 

(a) • - scanline i 

D c::=J - bounding rectangels 

(b) I=! -scanlineiandi+l 

D I - bounding rectangles 

(c) 

11 

- scanline i, i + I and i + 2 

- bounding rectangles 

Figure 3: The process of building connected 
components from image scanlines 

Each scanline in Figure 3 is 14 pixels in width. Each 
pixel is represented by a rectangular box. The bounding 
rectangles in Figure 3a show the enclosure of the black 
pixels of that scanline. For each successive scanline, the 
size of bounding box increases to enclose the black 
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pixels connected to the previous scanline. Figure 3c 
shows that a bounding box stops growing in size only 
when there are no more black pixels on the current 
scanline joined onto black pixels of the previous 
scanline. 

3.2 Extraction of Bottom most 
Connected Components 
To determine the dominant skew angle of a digitised 
document image, the bottom most connected 
components are extracted for skew detection process. 
There are three major steps in the extraction process. 
First, the connected components are saved as a list of 
rectangles at the stage of formation of connected 
components. Second, the page is divided into vertical 
segments of width equal to the average width of 
connected components. 

Non-textual data such as noise and images are the major 
source of skew error. In order to minimize the skew 
error, connected components with width and height 
between 1 and 63 pixels and area between 4 and 3907 
pixels2 are considered as characters while the other 
connected components are considered as noise or 

measurements and given by [3]. The non-textual 
connected components are excluded in the following 
projection process. The lower bounds are effective in 
excluding the scattering salt-and-pepper noise so that this 
process allows the algorithm to work with unclear 
document images. 

Third, every textual connected component is projected 
into the appropriate bin slot. If another connected 
component already exists in the bin location, the 
connected component closest the baseline is allowed to 
stay in the bin slot while the other connected component 
is discarded. Until all connected components are 
processed, this process allows us to store primarily the 
bottom row(s) of text in the page document. 

Figure 4a shows the original digitized image and Figure 
4b shows the extracted bottom most connected 
components of the page document. We can see that the 
image shown on Figure 4a is distorted by noise. The 
scattering salt and pepper noise, at the bottom part of the 
original image, is discarded in this extraction process in 
order to minimize the errors in the detection of skew 
angle. 

images. These parameters are the erm=rr::.' :..:ic;.::a::..l ______ -r-----------, 

Figure 4: a) The original digitised image (upper image); b) the extracted bottom most connected components of the page 
document (lower image) 

3.3 The Hough Transform 
We then apply the Hough Transform [11] to the point at 
the centre of the bottom of each rectangle, therefore 
mapping the point from the (x,y) domain to a curve in 
the (p,8) domain according to the equation: 

p = X COS 8 + y sin 8, for 0 :5 8 < 1t 

The Hough Transform has several interesting properties: 
l. Points in the (x,y) domain map to sinusoidal curves in 
the (p,8) domain. 
2. Points in the (p,8) domain map to lines in the (x,y) 
domain, where p is the perpendicular distance of the line 
from the origin, and e is the angle from the horizontal of 
the perpendicular line. 
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3. Curves that cross at a common point in the (p,8) 
domain map to collinear points in the (x,y) domain. 

3.4 Determination of Skew Angle 
In determining the skew angle of the page, the Hough 
Transform is applied to each point and the resulting 
Hough accumulator array is examined to find the two 
points at which most curves cross. The Hough 
accumulator array is examined once again and all the cell 
array elements of which the values are greater than one-
half of the second maxima are added together based on 
their angle. The maximum of these values corresponds to 
the dominant skew angle of the page document. 
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4. Skew Correction 
In order to achieve the preciseness, a new technique has 
been developed. We use a new method inspired by [12] 
to calculate the correct gray value for a pixel in the skew 
corrected image. We calculate the correct value for a 
pixel at location (x,y) in the skew corrected image, then 
we determine the true original position (XsJrewed• Yskewed) in 
the skewed image. 

Xskewed = X COS 0: + y sin 0: 

Yskewed = y cos 0: +X sin 0:, 

where o: is the calculated skew angle of the image 
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Since (xskewed•Yskewed) is generally non-integral, a 
weighted average of gray values of the four surronding 
pixels is calculated to determine the gray value of pixel 
(x,y). The contribution of each pixel is the product of the 
relative vertical and horizontal distances between 
(Xskewed• Yskewed) and the corresponding surrounding pixel. 
Figure 5 (refer to the last page) shows the relationship 
between the position of pixels in the skewed image and 
the skew corrected image. The corresponding 
contribution of the four surrounding pixels (X;ntoYinJ, 
(Xmt+1,y;.J, (X;nt.Yint+1) and (x;nt+1,y;01+1) are (1-0x)*(1-
oy)*f(x;nt.YinJ, OX*(l-Oy)*f(X;nt+ 1,yint), (1-
0x)*Oy*f(X;ntoYint+ 1) and Ox*Oy*f(X;nt+ 1,yint+ 1) 
respectively where f(x,y) is the gray-scale value of the 
pixel (x,y). 

Figure 5: Weighted contribution of each surrounding pixel 

If (xskewed• Yskewed) lies outside the original image, the new 
pixel is set to white. Figure 6a shows a portion of the 
skewed image and Figure 6b shows the skew corrected 
image. This method retains a high degree of information 
and there is no degradation in the quality o~ the 
characters. 

Symmetric Phase ... Qnl 
of Fourier-Mellin 

Figure 6: a) The skewed image (upper); and b) the skew 
corrected (without image degradation) images (lower) 
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5. Experimental Results 
Over 100 unconstrained document images were used in 
the experiments. These images were chosen from a wide 
range of sources including technical reports, Arabic, 
Chinese and English magazines and business documents, 
business cards, Australian Telecom Yellow pages and 
badly degraded photocopies. These images contain a 
wide variety of layouts, including sparse textual regions, 
dense textual regions, mixed fonts, multiple columns, 
tabular and even for documents with very high graphical 
contents. 

The experiment is performed by detecting the skew angle 
of the rotated original unskewed image from the set of 
testing images. Some of these testing images are rotated 
at several angles up to 45°. The skew detection error is 
the difference between the rotation angle and the 
detected skew angle. The time taken is measured from 
the stage of formation of connected components to the 
completion of skew angle detection (not including the 
skew correction stage). In order to obtain a better and 
consistent measurement on the processing time, we run 
the algorithm 10 times on each testing image. The 
average of these 10 periods is determined. The four most 
deviated data set are discarded. The average of the 
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remaining time periods is calculated again and this refers 
to the final average of time taken of the skew detection 
process of the image. 

All scanned images have been processed with 100% 
skew correction. The skew detection process works up to 
45° of skew angle. With the Hough Transform being set 
at 0.2° angular resolution, the algorithm is fast requiring 
on average less than 1.5 CPU seconds to determine the 
skew angle of a page on a DEC 5000/20 workstation. 
The average absolute skew error is 0.11°. 

In addition, we have implemented well-known other 
methods such as [1,2,3] which used the Hough transform 
for comparison. The new method is substantially faster 
than any of these methods (Figure 7 - refter to the last 
page) without decreasing the accuracy in determining the 

skew angle. For documents with a high graphical 
content, our method is more accurate and robust than tJte 
algorithm presented in [3] and faster than the algorithm 
which appeared in [2]. However, Srihari's algorithm [1] 
is not included in the graph for many reasons. First, the 
method is very slow comparing with the other two 
methods since the method applies the Hough transform 
to every pixel of the image. Second, the method works 
for textual images only but many documents contain 
textual blocks interwined with images. 

Figure 8 and Figure 9 show a chinese magazine 
document image with different colors skewed at 15.0° 
as well as some background noises and a business card 
image skewed at -37.0° respectively, the bottom most 
connected components and the skew corrected images. 

·r• t-"!J*-.··~ - --:R :J ~'l!l>.-:~·q...-~ - -

·~·• 
m~-. . 

!~a:r _u..i; .• ln~Kdf;~UtM.s!WI-"·· ... _J18:*-
~-tN~ · ~· ;...-~t::llli<\~ ... ~~l'J~ .. ... ...... ~~--

Figure 8: A chinese magazine documet image skewed at 15.0° (upper); the bottom most connected components (middle); 
and the skew corrected image (lower). 
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Figure 9: Digitized image of business card skewed at -37.0° (upper); the bottom most connected 
components (middle); and the skew corrected image (lower). 

6. Conclusion 
The Hough transform is accurate and reliable in 
detecting the skew angle of a page document but it is 
computationally expensive and requires a large amount 
of memory during processing. The literature presented 
techniques [1,2,3] based on the Hough transform process 
an excessive amount of data. In this paper, the new 
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technique has been presented which reduces the amount 
of data required for detecting the skew angle thus the 
speed for skew detection can be increased while 
preserving the accuracy in determining the skew angle. 
The improvement is mainly as a result of working with 
the bottom-most connected components of a page rather 
than with pixels (which range in the order of 6-8 million 
for an A4 document scanned in 300 dpi) or with every 
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connected component (approximately 3000-5000 
components). The set of bottom-most connected 

components contains typically about 200 connected 
components. 

In addition, a new interpolation technique for 
determining the gray level of a pixel in the skew 
corrected image. The experiments have shown that there 
is no significant image degradation. This is important to 
the reliability and accuracy in recognizing characters by 
the current Optical Character Recognition systems. 

In the implementation, we have projected the documents 
with skew angles up to 45°. If we restrict the documents 
with skew angle up to 15°, the time taken can further be 
reduced and expected to be approximately one third of 
the time required in the current setting. 
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Abstract 

The Jindalee high frequency OTH Radar Network sensors are capable of detecting and tracking a 
very large number of targets within overlapping surveillance regions. The large number of detected 
targets can lead to ambiguities, especially near the region boundaries. One potential solution is 
to develop algorithms capable of associating and fusing tracks of the same target received from 
different sensors. This paper describes some pattern recognition .algorithms which are suitable for 
track association, and addresses the problem of generating a vast number of tracks, which are 
representative of an OTHR tracker system, for testing the algorithms. The developed algorithms 
were tested on more than 58,000 track pairs, and the overall error rate was less than 0.5 %. 
Keywords: association, fusion, OTHR, radar, pattern recognition, tracks 

1 INTRODUCTION tions of the Jindalee Network. Misclassification can be 
a potentially serious burden on the tasking agencies. 

The Jindalee Operational Radar Network (JORN) is 
a network of Over The Horizon Radars (OTHR) being 
developed by Telstra for the Commonwealth of Aus-
tralia. JORN is to comprise three OTH radars which 
overlap in coverage, and hence a target may be detected 
more than once. It is important that tracks correspond-
ing to the same target be associated and fused together 
to form a single track, before the track information is 
passed on to the tasking agencies. Targets detected by 
OTH radars are characterised by having a high degree 
of ionospheric disturbance and noise effects embedded 
within the measurement data [4) . Thus, significant con-
ditioning of data takes place prior to tracking to remove 
meteor and lightning perturbations. Tracks which have 
been formed and have achieved a high level of con-

In this paper, we describe potential methods for au-
tomating the process of track association based on pat-
tern recognition techniques. At the moment only one 
OTHR radar has been built and is operational; two 
more radars are being built. Therefore, real data from 
the three radars is not available. In the absence of real 
data, we used a realistic data set, obtained from a sim-
ulator, to train and test the algorithms developed for 
track association. A simulator has been built, based on 
data obtained from the first radar, to emulate the oper-
ation of the three radars in JORN. In the next section, 
the process of generating realistic data from the simu-
lator is described. The algorithms developed for track 
association are described Section 3 which is followed by 
the conclusion . 

. fidence are passed to local operators who classify and 
manually associate tracks belonging to the same target. 
This classification step is crucial to the effective opera-
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2 CHARACTERISATION OF 
DATA 

To maximise the usefulness of this investigation to 
track association with data provided by an operational 
JORN, it was desired to generate simulated tracks that 
conformed to a specified set of statistics based upon 
Australian experience with OTHR tracking and iono-
spheric modelling. Each of the track variables, range 
and azimuth, was modelled to satisfy statistics ob-
served with real tracks. There are three basic discrep-
ancies between the observed data and true track data: 

1. static "coordinate registration errors", RcR and 
AcR which describe the spatial errors in range and 
azimuth, respectively, 

2. slow "jitter", Rd and Ad which are associated with 
ionospheric dynamics and are responsible for the 
correlation between successive coordinate registra-
tion errors, and 

3. tracker jitter, associated with the behavior of the 
tracker in clutter and noise denoted by Rj and A; 
for range and azimuth, respectively. 

The tracker behavior is also characterised by its dy-
namics during track initiation, and by missed detec-
tions, or "dropouts". 

The overall data for range and azimuth were calcu-
lated by linearly combining the errors generated ac-
cording to the details above, with weights a and b: 

Rtotal = a(RcR + Rd) + Ri 
and Atotal = b(AcR +Ad)+ Ai 

(1) 

(2) 

The following subsections explain some of the salient 
features of these error components and their simula-
tion. 

2.1 Coordinate Registration Errors 
OTHR coordinate registration (CR) is the process of 
using information on the current state of the iono-
sphere to convert estimates of slant range and beam 
steer angle to estimates of ground range and azimuth. 
As a consequence of this process, uncertainty in the vir-
tual height of the ionosphere and multimode misidenti-
fication manifest themselves in residual errors in both 
range and azimuth. The following metrics were defined 
to characterise these errors: 

1. CR Range Errors, RcR 

The CR range error, RcR is defined by the dif-
ference of the true range r of the target and the 
estimated range after coordinate registration r'. 
We have found that the distribution of this error 
can be approximated as follows: 

3 

RcR = L kmN(J.lm, u!) (3) 
m=l 
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where 2:!,=1 km = 1, k2 = ka, k1 ~ k2 , ka, 
J.ll = 0, J.1.2 = · -j.la, u2 = ua. 
The trimodal distribution of RcR is the result of 
the incorrect identification of propagation modes 
taken by the radar signal through the ionosphere. 
The factors k;, provide a measure of the probabil-
ity of the error associated with a detection resid-
ing in a particular mode. When combined with 
the dynamic errors, discussed below, these factors 
describe the nature of C R errors. The factor k1 
is greater than both k2 and ka to reflect the fact 
that range errors seldom jump from the central 
mode, although the opposite is highly likely once 
the multimode misidentification is detected. 
The information required to define the parameters 
in (3) was obtained from the analysis of CR range 
errors. While it is generally true that the distri-
bution of RcR is dependent upon both the range 
of the target and the virtual height of the iono-
sphere, the variation with these parameters was 
sufficiently small to justify the simplification of 
employing a single distribution to characterise CR 
range errors for this investigation. 

2. CR Azimuth Errors, AcR 
The azimuth a observed at the radar receive site 
is perturbed from the true bearing of the target 
by ionospheric tilt and coning errors arising from 
geometric ambiguities in locating the returned sig-
nal in three dimensional space. Coordinate regis-
tration is employed to make corrections for these 
effects but uncertainty in the degree of ionospheric 
tilt leads to a residual error in the estimated tar-
get bearing. System requirements used to spec-
ify the required accuracy of the CR process pro-
vided an estimate for the distribution of the ac-
ceptable residual azimuthal error. For this simu-
lation the distribution was assumed to be normal 
with a mean of zero and a standard deviation Ua. 

Because there is a linking of uncertainty in az-
imuth with angle of elevation there is a relation-
ship between the CR azimuth error standard devi-
ation u a and the angle of elevation of the return, 
1/J. Empirical observations showed that a practical 
working value of u,. is: 

where 1/J is the angle of elevation in degrees. At 
elevation angles greater than 22 degrees, u a is as-
signed the value observed at this limit. 

2.2 Ionospheric Dynamics 
Temporary ionospheric disturbances and drift in the 
height of the ionosphere contribute dynamic compo-
nents to the CR errors that are not captured by the 
above statistics. To generate metrics corresponding to 
these dynamic components, variations in the observed 
target position (range and azimuth) due to ionospheric 
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movement were estimated for a typical interval between 
radar dwells and expressed as multiples of the standard 
deviations of the coordinate registration error distribu-
tions derived above, i.e. 

innovation sequence Wn is filtered to produce Xn, the 
model of the observations: 

Xn = (1- k)Xn-1 + kwn (7) 

E{l rn-rn-1 I}= krO'm 1 E{l O'n-O'n-1 I}= koWit;h k chosen such that the desired kt:. in (6) is 
( 4) achieved. The next paragraph explains how k was de-

where m = 1, 2 or 3 depending on the mode of CR termined. 
range errors, rn is the observed range, and O'n is the The difference between observations at successive 
observed azimuth, at radar dwell n. dwells is 

2.3 Simulation of Ionosphere Dynamic 
Effects 

In the following development, we denote by Xn the error 
in track position caused by ionospheric dynamics at the 
nth dwell; the same model is used for errors in azimuth 
and range, albeit with different parameter values. The 
general variate Xn, n = 1 ... was modelled adequately 
by a normal probability distribution. Successive values 
are related, and the simplest form of the relation is 
that each new value depends on the previous one, and 
an innovation: 

(5) 

where Wn is a white innovation sequence and A and B 
are constants. 

More through historic reasons than necessity our at-
tention was focussed on the differences between obser-
vations at successive dwells, Xn -Xn-1 , which is conse-
quently also normal. (In retrospect of course it is ap-
parent that the needed statistics were simply the vari-
ance and covariance of the Xn.) Fig. 1 illustrates ex-
amples of the innovation, simulated observations, and 
differences. In particular, the mean of the magnitude 
of this difference is related to the standard deviation of 
the actual jitter by 

(6) 

where kt:. is a number that is a characteristic of the 
process. The value of kt:. depends on the value of A in 
(5). 

4 4 4 

2 )( 2 ,.. 2 
~ n n 
n ., SI 

Q v"" .A "' u 
.! 0 .s:; 0 ~ :E 15 
;: ~ .. 

:E 
-2 0)_2 C-2 
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(a) (b) (c) 

Figure 1: Illustration of the simulation variables. (a) 
the white Gaussian innovation, Wn; (b) Xn, the result 
of smoothing Wn according to (7) with k = 0.2; (c) Yn, 
the first differences of the Xn. 

To fit the model to the desired statistics, 0' x and 
kt:. we proceeded as follows . The model input is a unit-
variance white Gaussian innovation sequence, Wn. This 
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Yn = Xn- Xn-1 (8) 

and the theoretical relations between 0'~, (j2 
X and (j2 w 

and kt:. are (as shown in Appendix A): 

O'x J 2 ~ k O'w (9) 

O'y = {lg O'w (10) 

O'y ../2kO'x. (11) 

and E(lyl) = 1.128VkO'x = kt:.O'x (12) 

These relationships are plotted in Fig. 2. For a given 
kt:. we use (12): k=l.1282k~, as plotted in the dash-dot 
curve of Fig. 2 to find k. Then, for a given 0' x ,desired 
we use the full curve in Fig 2 which is a plot of (9) to 
determine the scaling constant kx by which to multiply 
Wn : 

0' x, desired = kxJ2~k; (13) 

or kx [~ -k- 0' x,desired (14) 

The generation of the observation jitter is then sim-
ply achieved as: 

(15) 

where Wn is a sequence of unit variance normal random 
numbers. 

2.4 Tracking Jitter 
Tracking jitter was defined to characterise the behavior 
of the tracking algorithm amidst a typical field of clut-
ter. As detailed tracking and clutter models were avail-
able for analysis (classified), it was a relatively simple 
matter to extract statistics for the difference between 
the known position and the estimate returned by the 
tracking algorithm for both range and azimuth. The 
random variables that represent these differences for 
range and azimuth were observed to possess -the fol-
lowing distributions, respectively 
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Figure 2: Statistic conversion factors as a function of 
smoothing filter coefficient k. The model is: w is unit-
variance white input; xis first-order smoothed; y is first 
differences of x. Full line: CTx = 1/kx; dashed line: cr11 ; 
dotted line: cr11 /crx; dot-dash line: ktl. = E(lyl)fcrx. The 
crosses on or near the dashed line are plots of values 
obtained from simulation rather than evaluation of the 
expressions, as a check. 

2.5 Track Dropouts 
The reasons for dropouts are varied and include rapid 
ionospheric variations and target returns from either 
maneuvering targets or targets with low radial speed 
being lost amidst clutter. To characterise this be-
haviour we identified statistics of the mean number of 
detections between dropouts and the average duration 
of a dropout. The obtained statistics were used to de-
termine when a generated observation should be elim-
inated. 

3 MULTIRADAR TRACK 
ASSOCIATION 
ALGORITHMS 

3.1 Introduction 
To associate the tracks, we performed a spherical ge-
ometric transformation to report target locations rela-
tive to a reference point such as the Operation Center 
location. After this transformation, all the tracks were 
represented in the same coordinate system. The track 
association task may then be treated as a pattern recog-
nition problem. In this case, tracks were represented 
by features and then were classified into associated and 
non-associated pairs of tracks. 

We proposed two methods for feature extraction. 
The first uses the Hough Transform and the second 
uses track features. For every case we considered two 
systems, one using the multilayer perceptron and the 
other assuming independence of the features and sta-
tistically combining the probabilities. 

For the Hough Transform, we considered the range-
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time image of the tracks and transformed all track data 
to a unified coordinate system. In the second method, 
we considered the longitude-latitude coordinates and 
studied a set of features. Error rates of less than 7% 
were achieved with the Hough Transform method and 
less than 1% using track features . Combining the HT 
features with the features improved the performance 
slightly. Also, we considered a classifier based on a 
majority voting system that consists of three MLP net-
works. This combined classifier was tested on the first 
few initial points of tracks, to measure its performance 
on initiating tracks. 

Finally we considered the association by a hierar-
chical clustering system. This method transforms all 
tracks in a scenario to the Hough space where each 
track is represented by a point corresponding to the 
slope and intercept of that track. Hierarchical cluster-
ing methods were used to cluster nearby points that 
are at a minimum distance until a specified threshold 
has been reached. 

3.1.1 Neural Network Classifier 

Multilayer perceptrons trained by the backpropagation 
algorithm are well suited to pattern recognition tasks 
[3]. It has been shown that a two-layer MLP is capable 
of forming an arbitrarily close approximation to any 
nonlinear mapping given sufficient neurons in the hid-
den layer [13]. In a pattern classification task, a multi-
layer perceptron network is trained on a given training 
data set to build a model of the classifier. The train-
ing process can be viewed as tuning the parameters in 
the model. Input pattern vectors and the correspond-
ing target vectors are used to train the system until 
it can classify the patterns to a desired accuracy. Un-
der appropriate conditions similar performance can be 
expected on testing data due to the generalisation ca-
pability of the trained network. 

The backpropagation algorithm is a supervised iter-
ative training method that minimises the mean square 
difference between the network output and the desired 
output. The error function that the backpropagation 
algorithm minimises can be expressed as: 

E = 2~ E E(dpk- Opk)
2 

p k 

where p is the pattern index, k is the index of ele-
ments in the output vector, dpk is the kth element of 
the pth desired pattern vector, Opk is the kth element of 
the output vector when pattern p is presented as input 
to the network, and P is the total number of training 
patterns. We used the batch training mode, where we 
accumulate the weight change resulting from present-
ing all training patterns, and then update the weights. 
This method better approximates the true gradient de-
scent than the pattern training mode where the weights 
are updated on a pattern-by-pattern basis. 

The updating rule at any given unit j in layer m+ 1 
in the network [13] is: 

~w;;(n + 1) = 7JC;o; + a~w;;(n) (17) 
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where n is the iteration number, i is the index of units 
in layer m, 11 is the learning rate, 6; is the delta error 
term backpropagated from the jth unit in layer m+ 1, 
and o; is the output of unit i in the mth layer. The 
updating rule can be interpreted as the weight change 
to a connection between two units of adjacent layers 
f!..w;; which is proportional to TJC;o;, i.e. the product 
of the delta error term propagated back from the jth 
unit in layer m+ 1 and the output of the ith unit in 
layer m, plus a momentum term at!..w;;(n) where a is 
a constant which determines the effect of past weight 
changes on the current direction of movement in weight 
space. Detailed description of the backprogation algo-
rithm can be found in (3, 13] 

3.1.2 Statistical Decision System 

The statistical system used in this paper uses MLPs as 
a convenient means to approximate the probabilities. 
Also, it treats the features as though they are indepen-
dent; this is a questionable, but to do otherwise is not 
practical. Let f 0 ; be the relative frequency function of 
the associated pairs for the ith feature, and let fnt be 
the relative frequency function for non-associated pairs 
for the same feature. If we observe a value x;,; for the 
ith feature of the jth pair of tracks, then we have the 
relative frequencies for associated tracks 

Ya.(i,i) = fa.;(x;,;) 

and for non-associated tracks 

Yn(i,j) = fn;(x;,;). 

We take the ratio: 

Ya.(i,i) Pa(i,j) = _ ____:...:;.:...;~--

Ya(i,j) + Yn(i,j) 

as the probability that the observed pair of tracks is 
associated based on the ith feature. Let the probabil-
ity of non-association be Pn(i,j) = 1- Pa(i,j) for the ith 
feature of the jth pair of tracks. If we assume that the 
features are independent then their probabilities may 
be combined by multiplication followed by normalisa-
tion. Thus we get the probability of association based 
on all features as: 

ITPa(i,i) 

PAj = i 

ITPa(i,j) + ITPn(i,j) 

3.2 The Hough 'lransform 
The Hough Transform (HT) (17, 15, 10] is a feature 
detector, often used in image processing to combine 
collinear points in an image. Suppose we want to find 
subsets of points in an image that lie on straight lines. 
Finding all lines determined by every pair of points is 
inefficient. Hough (14] proposed viewing the problem 
in a different way. Consider a point (x;, y;) and the 
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slope-intercept form of a line passing through (x;, y;), 
defined as 

y; = mx; + b 

An infinite number of lines pass through (x;, y;) and 
satisfy this equation. However, by rewriting this equa-
tion as 

b = -x;m+ y; 

and considering the (m, b) space, we get the equation 
of a single line for the point (x;, y;). Furthermore, a 
second point (x;, Yi) also will be mapped to a line in 
the parameter space. This line intersects the line asso-
ciated with ( x;, y;) at (m', b'). m' and b' in this case de-
fine a line in the image space that contains both (x;, y;) 
and (xi , Yi) . All points contained on this line map to 
lines that intersect at (m', b') in the parameter space. 
Figure 3 illustrates this concept (12]. 

··o_Jx; Yy 
·., 

(a) 

Image plane 

·· .. 

Parameter space 

Figure 3: Illustration of the Hough Transform 

The region R = { ffimin ~ m; ~ mmax, bmin ~ b; ~ 
bmax} in the parameter space is subdivided into ac-
cumulator cells, where (mmin, mmax) and (bmin, bmax) 
are the expected ranges of slope and intercept values. 
Initially these accumulator values are set to zero. Then 
for every non-zero point in the image plane we let the 
parameter m equal each of the allowed subdivision val-
ues on the m axis and solve for the corresponding b. 
The resulting b's are then rounded off to the nearest 
allowed value in the b axis. If a choice of mp results in 
solution bq, we increment the accumulator cell A(p, q) 
by one. At the end of this procedure, a value of M in 
A( i, j) corresponds to M points in the xy plane lying 
on the line 

y = m;x + b;. 
The accuracy of the collinearity of these points is es-
tablished by the number of subdivisions in the (m, b) 
plane. 

A problem with using the slope-intercept form is that 
both the slope and intercept approach infinity as the 
line approaches a vertical position . A solution to this 
problem was introduced by Duda and Hart (10] by us-
ing the normal parameterisation: 

p = xcosO + ysinO 

However, in our case as we use an image of range-
time we will not suffer from the unboundedness of the 
parameters since vertical lines correspond to a target 
moving with infinite speed, as will be shown later. 
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The Hough transform has been used for target de-
tection and tracking with microwave radars [11, 8]. 
Here, it is used to associate tracks that are represented 
by a multi-dimensional data map that includes range, 
azimuth, doppler, and time. This data map can be 
thought of as an image which contains a target tra-
jectory. In this paper, we focus on a two dimensional 
data space since the concepts are more clearly described 
with limited dimensions. Higher dimensionality has the 
potential to provide improved performance, but it re-
quires excessive processing and data storage. By pro-
jection of the data map onto the range-time plane, a 
track appears as a curve as shown in Figure 4. 

2050 .-----"T- --.----.----..---.------,----, 

2000 

1950 

1850 

1800 

~ 
17~oooL---1~500~--2000~--2~500~--30~00---3500~--4~000~-_J4500 

Tlme(sec.) 

Figure 4: A sample scenario which represents tracks in 
range-time from the three radars. 

The slope of each line is determined by the velocity of 
the target. A stationary target would appear as a hor-
izontal line in this space. All moving targets result in 
tracks with some finite slope. A vertical line would cor-
respond to a target moving with infinite speed. That is 
why we can use the slope-intercept formulation of the 
Hough transform without getting unbounded parame-
ters. 

The first step in the algorithm is to transform each 
track separately and to find the best line through the 
track points. This line corresponds to the intersection 
point in the Hough space with the highest intensity. 
Two features from every track are provided by this pro-
cess: the slope and intercept. 

3.2.1 Hierarchical Clustering 

This method handles all tracks in one scenario simul-
taneously rather than pairwise like other methods dis-
cussed later. It can also be used to fill-in the missing 
data in a track from one radar. The hierarchical clus-
tering method is applied on the Hough space, where 
each segment of the track is represented by a point. 
We will describe the concept and demonstrate its per-
formance using one scenario as an example. A detailed 
description of hierarchical clustering can be found in 
[19, 5]. 
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Hierarchical clustering analysis encompasses many 
techniques for discovering structure within complex 
bodies of data [5, 19]. The single linkage method is the 
simplest of all techniques. It requires a distance ma-
trix that contains measures of similarity between every 
pair of objects to be clustered. In our case the sim-
ilarity measure is the Euclidean distance between the 
points in the Hough space. The algorithm of the single 
linkage method can be described as follows: 

1. Begin with n clusters each consisting of exactly 
one object representing a track or a segment of 
track. Let the clusters be numbered from 1 to n. 

2. Search the similarity matrix for the closest pair of 
clusters. Let the closest clusters be labeled p and 
q and let their associated similarity be Spq. 

3. Reduce the number of clusters by 1 by merging 
clusters p and q. Label the cluster resulting from 
the merging t, and update the similarity matrix 
entries in order to reflect the revised similarities 
between cluster t and all other existing clusters. 
The similarity between the new cluster t and some 
other cluster r is determined by 

Str = min(spr, Sqr ), 

where the quantity Str is the distance between the 
two closest members of clusters t and r . 

4. Perform steps 2 and 3 a total of n - 1 times, at 
which stage all objects are in one cluster. 

Further details of the single linkage and other clustering 
techniques can be found in [5, 19]. 

As an example we present the performance of this 
method on the scenario shown in Figure 3. Using the 
single linkage method on the Hough representation of 
this scenario, we get the dendrogram shown in Figure 5. 

nr 112 uz :na irll 312 311 at4 111 111 211 ut nz na 112 us 211 us 113 11,. 1111 

Figure 5: Dendrogram using the single linkage method. 

In Figure 5 the objects are represented along the bot-
tom of the figure by one digit for radar number and two 
digits for target number. Thus object 112 represents 
a track from radar 1 that belongs to target 12. The 
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numbers beneath the horizontal lines are the distances 
between the clusters linked. If the threshold is set at 
value 15, then seven clusters are formed as shown in 
Figures 6 and 7. These Figures show that cluster 1 as-
sociates tracks from target T12 only. However cluster 2 
associates tracks that belong to target T12 and target 
Tl5. If we find the centroid of the clusters and plot 
lines that represent these centroids in the image plane 
we get the fused tracks shown in Figure 7. There are 
of course other approaches to fusion depending on the 
reliability of the cluster elements. 
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Figure 6: Clustering using the single linkage method 
on the Hough representation of the scenario 
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Figure 7: Tracks after fusion 

3.2.2 Neural Network Classifiers 

We considered only time overlapping pairs of tracks. 
We divided the 68,066 overlapping pairs of tracks into 
10,000 pairs for training and the remaining 58,066 pairs 
for testing. We used a network with 2 inputs, 10 hidden 
units and 1 output unit. The inputs to the networks are 
the difference of slopes and intercepts. Output value 1 
indicates an associated pair of tracks, while Output 
value 0 indicates a non-associated pair. The network 
was trained using the backpropagation algorithm. 
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Hough Transform Multilayer Perceptron 

Figure 8: An MLP system using the differences of 
slopes and intercepts as inputs to the NN. 

The performance of this network is shown in Table 1, 
where type 1 error indicates false associations, while 
type 2 error indicates missed associations. 

3.2.3 Classification by a Statistical Method 

To compare the performance of the neural network clas-
sifier we studied a simple classical decision system that 
assumes that the two features (namely, the difference of 
slope and the difference of intercept) are independent 
as discussed in the previous Section. 

We used the same training and testing data that we 
used before. In this case the training is to find the 
threshold value that minimises the rate of misclassifi-
cation on the training data. The results of this method 
on each of the features individually and on the com-
bination of both of them are shown in Table 2. This 
table shows that the second feature (the difference of 
intercept) is better in separating the two classes. How-
ever, combining both features achieved better results 
than when only one feature was considered at a time. 
The threshold used in the classification was chosen so 
as to minimise the total (type 1 and type 2) errors. 

In Table 2 type 1 error indicates false associations, 
while type 2 error indicates missed associations. 

3.2.4 Discussion 

In this Section we have mapped the range-time im-
ages of tracks from the three radars to unified coor-
dinates. Then, we transformed these tracks onto the 
Hough space, where each track is represented by a 
point. Each point determines two features for each 
track: the slope and the intercept. It was shown that 
the difference of the slope and the difference of the in-
tercept effectively separate the two classes as associated 
and non-associated pairs. For the classification we used 
two systems, one uses a multilayer perceptron and the 
backpropagation algorithm, and the other is a statisti-
cal decision system that assumes the independence of 
the two features. The first system achieved an error 
rate of around 6.3% and the second system achieved 
an error rate of around 7.1%. 

We should note that not every target will appear as a 
straight line. If a radially-moving target is changing its 
speed by a constant radial acceleration, it will appear as 
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Table 1· Performance of Neural network classifier on the Hough Transform features. 
error rate on training data error rate on testing data 

10,000 samples 58,066 samples 
type 1 type 2 total type 1 type 2 total 

2-10-1 network 2.68% 3.64% 6.32% 2.38% 3.97% 6.36% 
No. of errors 268 364 632 1383 2308 3691 

Table 2· Performance of the Hough Transform features on the Statistical decision system. 
error rate on training data error rate on testing data 

10,000 samples 58, 066 samples 
feature type·1 type 2 
cliff. of slope 0.00% 11.59% 
No. of errors 0 1,159 
cliff. of intercept 3.58% 4.76% 
No. of errors 358 476 
both combined 2.81% 4.17% 
No. of errors 281 417 

a quadratic curve. Another departure from a straight 
line in the data space occurs if a constant velocity is 
not radial. It takes three parameters to represent a 
quadratic curve in the image space. 

3.3 Track Affinity Measures 
3.3.1 Feature Extraction 

In this section we study a set of features extracted from 
track data. These features are used in the track asso-
ciation system. The relationship between any pair of 
tracks is described as being one of the following cases: 

• The tracks belong to the same target, or 

• The tracks are from different targets. 
We restrict our study to tracks that overlap at least by 
5 points. Some of the features require the consideration 
of the tracks at the same time steps. However, the 
dwell times of the three radars are different. Thus we 
had to resample the track points to match in time for 
the three tracks. To have the tracks represented on a 
unified coordinate system, we map the tracks onto the 
latitude (lat) and longitude (lng) grid. Among a set 
of twenty features we found a set of six that proved 
to be most valuable for separating the track pairs as 
associated and non-associated. More details on these 
features can be found in [18]; we simply list them here: 

1. Correlation coefficient of demeaned track position: 
With the means removed from the latitude and 
longitude of a pair of tracks, this feature measures 
the similarity in shape of the track pair. 

2. Centroid distance of track position vectors: Based 
on the centroid of longitude and latitude of the 
detected track points, this feature measures how 
far apart a pair of tracks are. 

3. Distortion measure of track position: This feature 
measures the similarity of the tracks based on the 
sum of the distances between their points. 

Australian Journal of Intelligent Information Processing Systems 

total type 1 type 2 total 
11.59% 0.00% 12.17% 12.17% 
1,159 0 7065 7065 
8.34% 3.57% 5.22% 8.79% 

834 2071 3032 5103 
6.98% 2.59% 4.51% 7.10% 

698 1505 2620 4125 

4. Velocity centroid distance: The velocities in the 
latitude and longitude directions are obtained by 
differencing the position vectors and dividing by 
the time interval. Then using the same method as 
for the centroid distance of track position vectors, 
we obtain this feature. 

5. Distortion measure of track velocity: This feature 
measures the similarity of velocity vectors in the 
same way as the previous feature. 

6. Correlation coefficient of the rate of change of 
heading: This feature measures the correlation co-
efficient of the estimated rate of change of heading 
of a pair of tracks. 

These features have shown a high degree of ability 
to discriminate between associated and non-associated 
tracks based on the relative and cumulative frequen-
cies of these features on associated and non-associated 
pairs of tracks from the training data. 

3.3.2 Track Association 

After obtaining the features, again, we treat the track 
association as a pattern recognition problem. We in-
vestigated two types of classifiers, statistical and neural 
network systems. The first system is a statistical deci-
sion system and the second is a multilayer perceptron. 
The statistical decision system was also used to com-
pare the features .. 

3.3.3 Statistical Decision System 

We used a statistical system similar to the one de-
scribed in the previous section. We used the same 
training and testing data that we used before. In this 
case the training is to find the threshold value that 
minimises the rate of misclassification. Table 3 shows 
the performance of this system on each feature individ-
ually and the performance of the system based on all 
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Table 3· Performance of the features on the Statistical decision system 
error rate on training data error rate on testing data 

10, 000 samples 58, 066 samples 
feature type 1 type 2 
feature 1 .87% 10.6% 
No. of errors 87 1060 
feature 2 .53% .24% 
No. of errors 53 24 
feature 3 6.07% 4.32% 
No. of errors 609 432 
feature 4 4.68% 4.39% 
No. of errors 468 439 
feature 5 4.73% 4.31% 
No. of errors 473 431 
feature 6 3.91% 4.54% 
No. of errors 391 454 
all 6 features 0.24% .17% 
No. of errors 24 17 

features combined. In this table type 1 error indicates 
false associations while type 2 error indicates missed 
associations. 

This table indicates the superiority of feature 2 ( cen-
troid distance of track position vectors) as it achieved 
an error rate of. 71% on testing data. However, combin-
ing all features improved the performance to an error 
rate of .45%. In the present mode of analysis, each 
time an update to a scenario is made the computation 
must be repeated . There may be scope for refining the 
data handling to effect incremental updates faster, but 
we have not explored that. 

3.3.4 MLP Classifier 

We used the back propagation algorithm, Eqn. ( 17), to 
train several MLPs with 6 inputs, 1 output, and 6, 
8, 10, .or 12 hidden units. Output value 1 indicates 
that the pair of tracks represented by the 6 features 
at the input are to be associated, and output value 0 
indicates that the tracks belong to different targets. We 
allowed a maximum number of 350 epochs in training 
and for each case we trained 100 networks with different 
random initial weights. We concluded that network 6-
10-1 is more consistent and performed better than the 
others. The performance of network 6-10-1 is shown in 
Table 4. 

This table shows the effectiveness of the neural net-
work classifier where it misclassified only 155 pairs out 
of 58,066 pairs on the testing data that have never been 
used in training. It also shows that the neural network 
classifier outperforms the statistical decision system. 

3.3.5 Discussion 

In this Section we studied some track features . Only 
pairs of tracks that overlap by at least 5 points were 
considered. The second feature ( centroid distance of 
track position vectors) outperformed other features 
where it achieved in a statistical decision system an 
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total type 1 type 2 total 
11.47% .83% 10.89% 11.72% 

1147 483 6323 6805 
.77% .42% .29% .71% 
77 244 170 414 

10.41% 6.46% 4.11% 10.57% 
1041 3749 2389 6138 

9.07% 4.52% 4.31% 8.82% 
907 2627 2494 5121 

9.04% 4.59% 4.21% 8.80% 
904 2667 2444 5111 

8.45% 3.79% 4.55% 8.34% 
845 2199 2643 4842 
.41% .26% .19% .45% 

41 153 108 326 

error rate of 0.71% on testing data. However combin-
ing all features improved performance slightly. 

For classification, we compared a neural network 
classifier with a statistical decision system where the 
first achieved an error rate around 0.26% on testing 
data while the latter achieved an error rate of around 
0.45%. This may be due to the assumption that the 
six features are independent. 

3.4 Combining the HT Features with 
the Affinity Measures 

We combined the features from the Hough Transform 
with the successful features and performed the classifi-
cation based on all the 8 features . This system is shown 
in Figure 9 

Tnw:kl did• 

Deci!l.ion 

Hough Tltill:form 

Figure 9: Combined features decision system. 

The performance of this system is shown in Table 5, 
which indicates that the performance of the system 
with 8 features is better than either the one with the 
six features or the one with the two Hough Transform 
features. 

3.5 Majority Voting System 
The 68066 pairs used in this study consists of 8,224 as-
sociated pairs and 59,842 non-associated pairs. Chaos-
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Table 4· Performance of the 6 10-1 neural network -
error rate on training data error rate on test ing data 

10, 000 samples 58, 066 samples 
type 1 type 2 total type 1 type 2 total 

error rate .0% .02% .02% .2% .06% .26% 
No. of errors 0 2 2 116 35 155 

Table 5· Performance of the combined features decision system. 
error rate on training data error rate on test ing data 

10,000 samples 58,066 samples 
type 1 type 2 

error rate .08% .09% 
No. of errors 8 9 

ing 10,000 pairs randomly for training resulted in 1,159 
associated pairs and 8,841 non-associated pairs. There 
is the possibility that differences in the makeups of 
training sets could bias the performance. To study this 
effect i.e. "biased priors" , we divided the data into 4 
sets. The first three, each consisting of 2056 associ-
ated pairs and 2056 non-associated pairs. We trained 
10 NNs on each set and tested them on the training 
data of the other two networks. The best of these 
networks were tested on the fourth data set that con-
sists of 2056 associated pairs and the remaining 53,674 
non-associated pairs. The performance of these net-
works did not differ substantially from the one that 
used 10,000 pairs for training. Combining all these 
three networks on a majority voting system did not 
improve performance significantly on the testing data 
as shown in Table 6. 

However, when tested on the first few initial points of 
the tracks, the voting system outperformed all individ-
ual networks. The performance of the voting system on 
the initial segments of the tracks is shown in Figure 10 
for type 1 error (false associations) and in Figure 11 for 
type 2 error (missed associations). We believe that fur-
ther investigation of the combined classifier is needed 
when a real data set becomes available. 
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Figure 10: Error type 1 (false associations) 
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Figure 11: Error type 2 (missed association) 

4 CONCLUSIONS 
The novel perturbation approach adopted to gener-

ate the simulated data provided excellent agreement 
with the known statistics of OTHR tracks. Although 
certain simplifications were made when defining these 
metrics, the design decisions were based upon the level 
of uncertainty that was deemed acceptable to the task 
and were not restrictions imposed by the simulation 
technique. 

The technique of simulating random perturbations to 
known parameters through the use of generic random 
number generators and a simple filter with coefficients 
tailored to meet target metrics has potential for use 
outside the particular simulation discussed in this pa-
per. Of particular merit is this technique's ability to 
simulate complex systems with minimal computational 
expense or modelling complexity. 

· The results of association indicate that neural 
nets perform well on separating associated and non-
associated tracks based on track features. The voting 
system has improved the performance of error type 2 
but net 1 outperformed the voting system in type 1 

Summer 1996 



26 

Table fl: Performance of the combined classifier. 
error rate on training data error rate on test ing data 

4,112 samples 55, 730 samples 
type 1 type 2 

net of set 1 .002% 0% 
No. of errors 1 0 
net of set 2 0% 0% 
No. of errors 0 0 
net of set 3d .007% .007% 
No. of errors 3 3 
voting system .005% .002% 
No. of errors 2 3 

error. There is scope for further improvement by com-
bining outputs of several neural networks, which have 
been shown to represent a posteriori probabilities [2]. 

We have shown that hierarchical clustering of Hough 
transform parameters is a convenient way for effecting 
the decision on association of tracks from OTH radars. 
Initial investigations using the single linkages method 
have shown that it is possible to associate and fuse 
OTHR tracks. So far we have used a global thresh-
old to discriminate between clusters. The tracks are 
then fused using the Hough parameters computed at 
the centroid of the clusters. This has resulted in clus-
tering together tracks from different targets. We plan 
to use local thresholds, based on homogeneity of clus-
ters, to separate tracks from different targets. 
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5 Appendix A: Va:t;iance Ratios 
The excitation of each of the filters discussed below 
is a white (i .e. independent-sample) sequence Wn of 
unit variance 17~. Thus the variance of the output is 
obtained in each case by the sums of the squares of the 
impulse response values. 

The impulse response of the smoothing filter , Eq. (7) 
in text, is: 

hn = k(l- ktu(n) 
where u( n) is the unit step function. Therefore, the 
variance of output Xn is 

172 - k2 172 - k 172 (18) 
x- 1 - (1- k) 2 w- 2- k w· 

The impulse response of the combination of the 
smoothing filter, Eq. (7), followed by the differencer, 
Eq. (8) in text, is: 

Yn = k(l- ktu(n)- k(l - kt- 1u(n- 1) 

It can be shown that 

Since the input to the filter Yn is the white innovation 
sequence Wn , it follows that 

and the relationship between 17 y and 17 x is then 

Now, since the ratio 

average absolute .de;iation = O. 7979 standard dev1at10n 

for a normal density, we find that 

(19) 

(20) 

E(y) = 0.7979v'2kl7x (21) 
l.l28Vkl7x = ke.l7z (22) 

or ke. 1.128Vk (23) 
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Abstract 

In this paper we consider the Self Organising Continuous 
Map, an extension to the basic Kohonen Self Organising 
Map (Learning Vector Quantisation network) for which 
the output of each node is a continuous function gener-
ated by a basis structure. 

The performance of this network is compared with the 
Self Organising Feature and Motor Map on one con-
tinuous and one discontinuous function approximation 
problem. Subsequently this network is demonstrated on 
the classic pole balancing control problem. 

1 Kohonen's Network 

In this section, we describe the three relevant Kohonen 
Self Organising Map (SOM) network architectures: Self 
Organising Feature Map (Learning Vector Quantisation 
network), Self Organising Motor Map (SOMM), and Self 
Organising Continuous Map (SOCM). 

1.1 Self Organising Feature Map 

Let { minput} be a number of code book vectors or free 
parameter vectors that are placed into the input space 
and moved so as to approximate the probability density 
of the input vectors, X input, by their quantised values. 
Usually, several codebook vectors are assigned to each 
class of Xinput values. 

The Self O~ganising Feature Map (SOFM) and Learn-
ing Vector Quantisation (LVQ) networks differ only in 
respect to the way they handle the codebook vectors. 
SOFM uses a lattice formation to tie the codebook vec-
tor together (Figure 1(a)), whereas the codebook vectors 
under the LVQ algorithm are a non-connected set (Fig-
ure 1(b)) . 
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(a) (b) 

~ 
..P 

SOFM LVQ 

Figure 1: SOFM v LVQ 

There are many training methods currently in use, in-
cluding: SOFM [2]; LVQ1, LVQ2.1, LVQ3 [3]; and Con-
science Learning [5]. The common thread between all 
training methods is a competition that chooses a code-
book vector from {minput} closest to the input vector 
Xinput (closest is defined differently for different training 
methods) and moves it closer to the input vector Xinput· 

The basic SOFM training law states that 

input input + [ input input] 
mk+l = mk 'Yk xk - mk (1) 

with the learning rate, 0 < 'Yk << 1 either constant or 
varying with respect to training iterations and/or net-
work error. 

The SOFM algorithm is then: 

1. Randomly place each of the codebook vectors, 
minput across the input space. 

2. Present the network with the training pattern 
Xinput· 

3. Find the closest codebook vector minput· 

4. Update the winning codebook vector using equa-
tion 1. 

5. Until training is finished, adjust 'Yk and return to 
step 2. 

6. Associate each code book vector with an input class. 
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1.2 Self Organising Motor Map 

In the SOMM [5], each codebook vector minput has an 
associated output vector moutput. We update the code-
book vector in the input space as with SOFM and adjust 
the output vector with moutput = moutput + a(Xoutput-
moutput) where Xoutput is the desired output vector as-
sociated with Xinput and 0 < a << 1. 

Implementation of the SOMM for control of a robot can 
be found in the two papers [4, 6] and the book [5]. In 
[5), the SOMM is changed so that each node represents 
a linear controller. SOFM and SOMM have been used 
by many authors successfully for approximation, partic-
ularly in the area of control systems. 

This network will be used in the simulations and com-
parisons with the SOCM described below. 

1.3 Self Organising Continuous Map 

For the two network designs described above: 

• SOFM - approximate the n-dimensional discrete 
function f: Rn -t {AB C ... Z}. 

• SOMM - approximate the n-dimensional continu-
ous function fc : Rn -t Rm with the discrete func-
tion !d : R n -t { a1 a2 a3 . .. at} with ai the output 
of the ith node and l the number of codebooks. 

These networks admit a further extension, the Self Or-
ganising Continuous Map (SOCM), with property 

• SOCM - approximate the n-dimensional continu-
ous function fc : Rn -t Rm with then-dimensional 
piecewise continuous function JP: Rn -t Rm. 

SOCM, like the other SOM networks, performs a com-
petition over a number of codebook vectors and moves 
them over the input space. The difference is in the way 
it approximates the desired output vector . 

To describe the approximation mechanism of the SOCM 
network, some terms must be defined. Consider a set 
{!I, h, · · ·, fk}, fi : Rn -t Rm is a set of orthogonal 
basis functions. (For the case R1 -t R 1 , an example is 
{1,x,x2 }.) The codebook output is defined as a linear 
combination of these basis functions, namely: 

Each code book vector m input in the network has an asso-
ciated Vandermonde-like linear system Ac = b generated 
from (Xinput , X output) pairs of the form: 

[! ( input) J ( input)] [ l 1 x 1 . • • k x 1 c1 

f (xinput) J ( input) C 1 2 . . . k x 2 2 

fi (x~nput) ~ : ~ fk (xfnput) c~ -
[
X~utputl output 
x2 

output 
xl 
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At the start of training, each Ac = b is initialized with 
k representative (Xinput 1 Xoutput) pairs such that A is 
square. The data pairs used to initialize the network 
are usually chosen randomly from the available training 
patterns. 

We now train the network by repeatedly presenting an 
(xinput, Xoutput) pair, choosing a winning codebook then 
updating the linear system Ac = b associated with the 
winning codebook vector. 

This training method becomes impractical due to the in-
creased storage required for A and b as the linear system 
expands. For example, after 10, 000 iterations, A could 
be 5 x 10,000 and b dimension 10,000. To get around 
this problem with the overdetermined Ac = b systems, 
the following solution mechanism was considered (Ak, 
Ck and bk are the values of A, c, b after the kth training 
step): 

AkCk = bk 
AfAkck = Afbk 

(Af Ak)-1(Ak Ak)ck = (AfAk)- 1Akbk 
Ck = (Ak Ak)-1 Akbk 

Ck+1 (Af+1Ak+!)-1 Ak+lbk+1 

(Ak+1Ak+1) = [rAI af+1l [ a~:1 ] ] 

Af Ak + af+1ak+1 

(Af+tbk+l} [rAfaf+~l [ 13~:1 ]] 

Afbk + af+1!3k+l 
Ck+1 (Af Ak + af+lak+t}- 1 

(Afbk + o{H/3k+1) 

where a and /3 are the new rows of A and b that come 
from the latest training vector being added to the linear 
system. 

We have now solved the problem of storing every data 
point presented to the system because all the required 
information is now stored in Af Ak (7 x 7) and Afbk 
(length 7) 

Although the storage problem has now been solved, one 
issue remains. The diagonal of Af Ak grows without 
bound, a side effect of weighting each training sample 
the same. For a continuously evolving system of this 
type, recent data pairs should be most heavily weighted. 
To achieve this we used the basic Hebbian learning al-
gorithm, scaling Ak, bk by E/IIAfAklll and ak+l, f3k+I 
by (1- E)/llaf+1ak+dh· 0 < E « 1 is the learning rate 
of the codebook vector. 

It is important to point out that the matrix inverse and 
multiply need be performed only at the end of training 
for each codebook vector. Therefore the update dur-
ing training consists of the code book vector update and 
two matrix additions. Once training is completed, all 
{c1,c2,·· ·,ck} are calculated. 

Given Xinput, moutput is found from equation 2. 
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The SOCM algorithm is then: 

2 

1. Randomly place each of the codebook vectors, 
minput across the input space. 

2. Present the network with the training pattern 
(Xinput, Xoutput)-

3. Find the closest codebook vector minput· 

4. Update the winning codebook vector using equa-
tion 1. 

5. Update AT Ak and Aibk. 

6. Until training is finished, adjust rk and return to 
step 2. 

7. Calculate { c1, c2, · · · , ck} once for each code book. 

Approximation 

In this section we consider the problem of approximating 
a continuous and discontinuous function using the above 
network architectures. The learning rate had limited 
effect on the final result and for all experiments is held 
constant at r = 0.01. Although we chose only to update 
the winning node, small improvements can be made in 
the approximation by updating the 3 closest nodes. 

2.1 Continuous 

The continous function being used in this example is 

fc(r, O) = sin(O- 11)6) sin(r) 
r 

(see Figure 2(a).) 

Input vectors (x,y) are drawn equiprobably over the in-
put space. As a basis structure, we will take the stan-
dard Taylor basis functions, so we will talk about a lin-
ear network if the basis set is { 1, x, y}, and a quadratic 
network if the basis set is {1, x, y, xy, x2 , y 2 }. 

Figure 2 shows the improved function approximation 
ability of the linear and quadratic SOCM networks over 
the SOMM network. 

For this example, the increase in accuracy using the net-
work is strikingly apparent. A more accurate approxi-
mation of the slope is obtained by the linear network. 
With the quadratic network, good approximations of the 
slope and curvature of the surface are obtained. 

Figure 3 shows the final squared error of the approxima-
tions for networks of various sizes. From top to bottom 
are networks with scalar, linear, quadratic and cubic 
nodes. 
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a) 

- ~ ... · ... 
·, 

Original Function 

,· .-

(c) 

... -... ·, -. 
SOCM Linear 

(b) 

,·. -. 
SOMM Scalar 

(d) 

.· -. 
.· . .. -... 

SOCM Quadratic 

Figure 2: 3D Approximations comparing different SOM 
networks 

O.OBr;--,---r--.---.--~---.----.----.---.--, 

0.07 

Figure 3: Error analysis of 3D approximations 

2.2 Discontinuous 

We now take the previous function and introduce a dis-
continuity, 

{ 
sin(O- 1rj6) sin(r)/r 
- sin(O- 1rj6) sin(r)/r 

see Figure 4(a). 

ifx·y>O 
otherwise 

The network was trained exactly as the continuous ex-
ample. 

Figure 4 shows the linear and quadratic SOCM networks 
against the SOMM network. 

Figure 5 shows the final squared error of the approxima-
tions for networks of various sizes. From top to bottom 
are networks with scalar, linear, quadratic and cubic 
nodes. 
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Figure 4: Discontinuous 3D Approximations comparing 
different SOM networks 

0 
0 50 100 150 200 250 300 350 400 450 500 

Figure 5: Error analysis of Discontinuous 3D approxi-
mations 

2.3 Discussion 

All training sessions were completed successfully in fewer 
than fifty thousand training iterations, with each train-
ing iteration requiring about the same order of time as 
for an equivalent backpropagation network (as tested on 
an RS6000 workstation.) 

The advantage of the SOCM over the SOMM shown is a 
direct result of its ability to describe a continuous hyper-
surface by a continuous surface rather than a set of dis-
crete responses. This increase in accuracy also means an 
associated reduction in the size of the network, resulting 
in increased convergence speed and decreased memory 
requirements. 

Another benefit of the SOCM's reduced size is the abil-
ity to represent it more effectively on small scale par-
allel machines that are becoming popular in industry. 
The reason for this is the shift in computation from the 
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network (competition) which is a serial process to the 
node (update) which can be executed in parallel. The 
update can be performed while the next input to the 
network is being used in a new competition phase and 
while other node updates are being performed. Also, 
when a recursive inverse algorithm is being used in the 
RLS algorithm, the nodes can be improving their inverse 
approximation while they are dormant . 

3 Pole Balancing Problem 

Pole balancing is the 'classic' control problem: the task 
of balancing a vertical pole in a gravitational field by 
appropriate movements of the base of the pole (5, 1, 7]. 

The motion of the pole is imitated by a computer simu-
lation. A massless rod of unit length serves as the pole, 
with point masses of values m and unity at its bottom 
and top end, respectively. The motion of the pole is re-
stricted to a vertical plane, and the bottom of the pole 
is confined to slide along the x-axis. The pole and its 
two degrees of freedom are presented in Figure 6. For a 
gravitational field directed downward with unit stength, 
the equation of motion of the pole is 

Figure 6: Inverted pendulum model (8] 

2 .. 11 .. 2 (m+ sin ())() + 2 o sin(20)- (m+ 1) sinO =-f cos(). 

(3) 

Here, () is the pole angle measured clockwise against the 
vertical, f is the horizontal force acting on the cart. 
The motion of the pole is simulated by the fourth order 
Runge-Kutta method using a time step of 0.01 in the 
units of Equation 3. 
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The SOMM network that was used to perform the con-
trol had 200 nodes. Note the chattering in Figures 7(a) 
and 7(b). This is due to the fact that the output force 
'jumps' as the winning node changes, resulting in sudden 
changes in the force output. 

(a) (b) 0.< 
--. /uo,Je ·-· 

:[\ 
R.n:a. - -~ ! 

' :: \ I 

1. -·- 1 - .. . 0 \ ' ~-\ ' 1 ... ·• \/ 
0 2 . ' . " 12 .. 0 2 • • . " 12 ,. 

SOMM Angle SOMM Force 
(c) (d) 

o.e -

~ "[ --I 0.4 1\ 
0.2 I :·:"\ 

' I_ I I \ ' 
-0.2 \. 

_j 4.2L__ j 
u 2 . • • " 12 ,. 0 2 . . • to " 

,. 
SOCM Angle SOCM Force 

Figure 7: Control Approximations comparing different 
SOM networks 

In contrast to previous control simulation (see Fig-
ures 7(c) and 7(d)), the SOCM network has been able 
to accurately describe the exact surface such that the 
largest error over the simulation surface is less than 10-5 

(50 nodes). 

4 Con cl us ion 

We presented an extension to the Kohonen network in 
this paper that achieves better function approximation 
by realising a continuous function output at the node. 
This extension has been shown to vastly improve the 
approximation ability of the network while introducing 
approximations of higher order effects such as slope and 
curvature which can be used directly for minimisation. 
As the network is approximating the function surface, 
the partial approximation can be used to gain progres-
sive estimates of local and global extrema. Application 
of the network to the pole balancing problem is demon-
strated. Node insertion and removal can be performed 
at any time during the training phase making it possible 
to change the network size to reach some accuracy goal. 
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Bayesian Detection of Chirp 
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Abstract 
Chirped signals occur frequently in nature and in engineering applications, making the detection of such 

signals a significant and important problem. In this paper. we treat the problem of detection of a chirp in noise 
from the point of view of Bayesian estimation. A brief overview of Bayesian estimation is presented before it 
is applied to dection of chirp. After the general equations are derived, the special case where the inter-sample 
interval is constant is analysed. It is shown that in this case substantial computational savings can be achieved 
by appropriate organization of the calculation and the use of Fast Fourier Transform routines. Some results on 
simulated data are described, which show that the alogrithm performs well when the signal-to-noise ratio is as 
low as -7 dB and when the chirp rate is of the order of 5 x 10-6rad/ sec2

• 

1 Introduction 

33 

Chirped signals occur frequently in nature and in engineering applications. making the detection of such signals a 
significant and important problem. 

Jaynes [1] has discussed the detection of a chirp in noise in the context of Bayesian inference. His approach was 
analytical, and did not lend itself to implementation in the form of computer programs. Our approach is different, 
in that we seek effective algorithms for the detection of chirp in noisy signals. 

Bretthorst [2) has discussed and implemented a general algorithm for spectrum analysis that can be applied 
to chirp detection. Our approach is similar to his, but is tailored to the specific problem of detecting chirp from 
sampled time series data, which makes significant computational economies possible. 

In this paper. we present a brief overview of the process of Bayesian estimation. This process is then applied 
to the problem of detecting chirp in noise. After the general equations are derived, the special case where the 
inter-sample interval is constant is analysed. It is shown that in this case substantial computational savings can 
be achieved by appropriate organization of the calculation and the use of Fast Fourier Transform routines. Some 
results on simulated data are described. 

2 Bayesian Estimation 
Bayesian estimation of the parameters of a statistical model is an alternative to the more conventional estimation 
methods that are based on san1pling theory. 

Bayesian estimation begins with the adoption of a class of statistical models, in the form of a set of probability 
density functions, that is characterized by a set of parameters. A prior probability distribution is chosen for this 
set. This distribution is supposed to represent a priori knowledge about the problem. 

(The choice of a prior distribution is probably the most controversial and least understood aspect of Bayesian 
estimation. For our purposes. it is sufficient to consider it as a preliminary hypothesis about the problem, which 
will be refined in the light of observed data.) 

To estimate the parameters of the relevant distribution, we collect some data. We can then compute the 
likelihood of the data on the basis of any model in our class. This gives the l·ikelihood function of the data, which 
is a function of the parameters that characterize the model class. 

The product of the prior distribution and the likelihood function gives (by Bayes· Theorem) the posterior 
probability distribution on the class of models. This distribution then describes what is known about the problem 
in the light of the observed data. 

Parameters which are not of interesr I n·uisance parameters) are eliminated by integrating the posterior distri-
bution with respect to them over their range. Estimates of the parameters of interest are obtained as the first 
moments of the posterior distribution with respect to these parameters. These estimates minimize the expectation 
of the cost of the estimate when the co:e:r function is a quadratic function of the error. 
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In the following sections, we apply this process to the detection of a chirp in noise. We will choose a model 
class, propose a prior distribution for the parameters, and compute the likelihood function and the posterior 
distribution. We will discuss the way in which nuisance parameters are eliminated and the process by which the 
parameters of interest are estimated. 

3 Definitions 
We search for a chirp of the form 

s(t) = Acos(6 + wt + at2
) {1) 

in noise, which is assumed to be Gaussian with mean 0 and variance V. We will derive estimates for wand a, but 
not for the phase angle 8, which will be treated as a nuisance parameter. The amplitude, A, will also be treated 
as a nuisance parameter. 

We assume the signal has been sampled at N points in time, to, ... , tN-1 (not necessarily equally spaced), and 
that the resulting observations are xo, ... , XN -1, so that Xk = s(t~c) + ek, where e~c is the noise. 

We introduce the vectors x = (xo, ... , XN-dT, c =(eo, ... , CN-t)T,s =(so, ... , SN-1)T, where c~c = cos(wt~c + 
at%) and s~c = sin(wt~c +at%) fork= 0, ... , N -1. 

We will use a centred dot for the the usual inner product, so that. for example, c · s = 2::,:01 c~csk. 

4 The Likelihood Function 
On the assumption that the noise is Gaussian with mean 0 and variance V, the likelihood of the observations is 

N-1 

L(xiA,8,w, a, V)= IT (21rV)-t/2 exp ( -eV2V). (2) 
k=O 

We can re-write the likelihood of the observations as 

L(xiA.O.w. a, V)= (21rV)-N12 exp (-}; eV2V). {3) 

Since ek = Xk- s(t~c) = Xk- A(cos8.c,.- sinO.s~c), 

N-t 

L ei = (x- Acos8.c + Asin8.s) · (x- AcosO.c + Asin6.s). (4) 
k=O 

We replace the parameters A and 8 by the parameters At and A2, where At = A cos I} and A2 = -A. sin 8. We 
have A;:::: 0 and 0 ~I}< 27T, so -oo <At < oo and -oo < A2 < oo. With this substitution, 

N-1 

Le~= (x- Ate- A2s) · (x- Ate- A2s). (5) 
k=O 

This is a quadratic form in At and A2, 

This can be re-written as 

where 

and 

In matrix notation. 
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(x · c)(s · s)- (x · s)(c · s) 
p= (c·c)(s·s)-(c·s)2 

(x · s)(c ·c)- (x · c)(c · s) 
q= ( c · c)( s · s) - ( c . s )2 

Y = x · x- p2c · c- 2pqc · s- q2s · s. 

(6) 

(7) 

(8) 

(9) 

(10) 

(11) 
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Y does not involve At or A2 • There is a matrix corresponding to a rotation through some angle <P which will 
diagonalize the matrix above: 

( 
c · c c · s ) = ( c?s rp - sin <P ) ( At 
c · s s · s sm rjJ cos <P 0 

0 ) ( cosrjJ sin</J ) 
A2 - sin rjJ cos rp ' (12) 

where At and A2 are the eigenvalues of the matrix. about which the only relevant information is that 

(13) 

It follows that if we make the substitution 

{14) 

we diagonalize the quadratic form, and 

{15) 

Having simplified the quadratic form in At and A2 , we now obtain an expression for Y. As shown above, 

Y = x · x- p2c · c - 2pqc · s- q2s · s. (16) 

Substituting for p and q, and simplifying, we get 

(s. s)(x · c)2 - 2(c · s){x · c)(x · s) + (c · c)(x · s)2 
Y=x·x- , (c·c)(s·s)-(c·s)2 (17) 

which we re-write using matrix notation as 

Y=x·x- ( x·c X. S ) ( C · C C · S ) -t ,( X· C ) . 
C·S S·S X·S 

(18) 

The likelihood function is now 

(19) 

where the quadratic form Q( A1 , A2) is given by the preceeding equations. 

5 The Prior and Posterior Densities 
As indicated above, the choice of a prior density function for the model class cannot be justified rigorously. The 
only justifications that will be offered for the prior density presented below are the pragmatic ones that it works in 
this situation and in analogous situations, and that the results are insensitive to changes in the density function. 

The prior density that will be used is 

(20) 

The posterior density is the product of the prior density and the likelihood function. so 

(21) 

Putting the powers of V together. we get 

(22) 

6 Elimination of the Nuisance Parameters 
We are only concerned with estimates of the chirp parameters w and a. The amplitude, phase angle and variance 
of the noise are nuisance parameters which are eliminated by integrating che posterior density with respect to 
these variables with respect to their range. For simplicity, we work with A.1 and A2 instead of A and 0. 

The posterior density of w and f) alone is 

(23) 
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We substitute for p 1 and re-arrange the integral to get 

(24) 

If we make the substitution 

( 
B1 ) ( cos cp sin cp ) ( A1 - p ) , 
B2 - - sin cp cos cp A2 - q (25) 

the determinant of the Jacobian is unity, and so 

We re-arrange the integral again to obtain 

p(w,a) = (211")-Nf21oo v-(N+3)/2e-Yf2V loo e-~lBU2V dB11oo e-~2B?/2V dB2dV, (27) 
0 -oo --x> 

and observe that the integrands of the integrals with respect to B1 and B2 are Gaussian density functions, so that 

or 

p(w,a) = (211")-N/21oc v-(N+3)/2e-Y/2V211"V(..\1,.\2)-1/2dV, 

p(w,a) = (211")-(N-2)/2(,.\1,.\2)-1/21
00 

v-(N+1)/2e-Yf2V dV. 

Substituting u = v-1 , we get 

p(w,a) = (211")-(N-2)/2(,.\1,.\2)-l/21oo u<N-3)/2e-uY/2du. 

Consulting a table of integrals ((3),3.381,4), we find that the value of this expression is 

p(w,a) = (2n)-<N-2ll2f((N -1)/2)(..\1..\2 )-112 (Y/2)-(N-ll/2 , 

' 
where r denotes the Gamma function. 

7 Computation of the Estimates 

(28) 

(29) 

(30} 

(31) 

If we wish to make estimates which minimize the expected loss when the loss function is quadratic, our estimates 
should be the mean values of the chirp parameters. In this case, the estimates of w and a are given by 

• f~af:.,. p(w, a)wdwda 
w= 2 

f~a J0 .,. p(w, a)dwda 
(32) 

and 
• f~a J:.,. p(w, a)adwda 
a= 2 , 

f~a J0 .,. p( w, a )dwda 
(33) 

where it is assumed that there is some number a > 0 such that -a < a < a. 
It is possible to evaluate these integrals numerically, but the large value of the exponent of Y can result in 

values of the order of 10100 even for small samples. 
The alternative is to compute Maximum A Posteriori (MAP) estimates, by finding the extreme value of the 

posterior density function. The large numbers arising from the exponentiation of Y can be avoided by considering 
the logarithm of the posterior density function. 

Computing the estimates therefore requires the efficient computation of the values of the posterior density 
function over the range of values of w and a . 

So far, we have not made any assumptions about sampling times. The analysis is applicable to any sampling 
process. To simplify the computations. we need to assume that samples are taken at regular intervals. This will 
greatly reduce the amount of computation required. Before we describe this . however, we will digress briefly to 
discuss detection of sinusoids (without chirp) in order to motivate the computational strategy adopted for the 
detection of chirp. 
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8 Detection of Sinusoids in Noise 
Bretthorst [2] has given a comphrehensive discussion of the problem of detection of sinusoids in noise. The following 
discussion is similar in spirit, but relates specifically to the case of a fixed sampling interval. 

The analysis of the previous sections has not made any use of the specific form of the dependence of the signal 
on time. It could be carried out for a sinusoidal signal of the form 

s(t) = Acos(O + wt) (34) 

without any change, except for the definitions of the vectors c and s. In particular, the expression for Y is the 
same. 

Let us now assume that the number of data samples is a power of 2, N = 2P for some positive integer P and 
that the sampling rate is constant. The expression for Y that we derived before is 

( ) 
-1 ( ) C·C C•S X·C Y=x·x-(x·c x·s) . . 

C•S S·S X·S 
(35) 

Under the assumption that the sampling rate is constant, c · c = N/2, and s · s = N/2 (except when w = 0.11') 
and c · s = 0. The terms x · c and x · s are the real and imaginary parts, respectively. of the inverse Discrete 
Fourier Transform of x, which can be computed using a Fast Fourier Transform routine. It follows that 

y = (x. x) (1- 2((x· c)2 + (x. s)2)) 
N(x·x) 

where Y, c and s are all functions of w. and 

These equations hold for w :f. 0, 1r. 

(36) 

(37) 

Bretthorst [2] has shown that if the noise power is unknown, the power spectral density of the signal is given 
by 

(38) 

This relationship has been used for the detection of sinusoids in noise and has been found to be extremely 
sensitive on simulated data, detecting sinusoids from a set of 256 samples when the signal to noise ratio is as low 
as -7dB. 

9 Computing the MAP Estimates 
Returning to the estimation of the chirp parameters, we have to compute the values of Y and A11\ 2 over the range 
of values of w and a. We will assume that N = 2P samples have been taken and that the inter-sample interval is 
D..t, so that tk = kt::..t fork= 0, ... , (N- 1). 

For any value of a. we can compute the value of the posterior density function at N v-alues of w as follows. Let 

and 

N-1 

(x ·cl( m, a) = L Xk cos(kmp + ak2 (t::..t) 2
) 

k=O 

N-1 

(x·s)(m,a) = L Xksin(kmp+ak2 (D..t) 2
) 

k=O 

(39) 

(40) 

be the value of the indicated inner products when w = m/ N tlt, where m = 0, ... , ( N - 1) and p = 2rr f N. 
We observe, however, that (x · c)(m. a) and (x · s)(m, a) are the real and imaginary parts. re,--pectively, of 

N-1 

Z(m. a)= L Xk exp(j(kmp + ak2 (At) 2
)). 

k=O 

which we re-write as 
N-1 

Z(m. a)= L Xk exp(ja:k2 (/lt) 2 ) exp(jkmp). 
k=O 

We can compute the Z(m. a:) by forn1ing the vector 

X _ (x l'· Pja(~t)z X ej4a(~t!z . x ej(N-1) 2 a\~t) 2 )T a - ·0· _- · 2 .... · N-1 
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and taking the inverse Discrete Fourier Transform of Xa. The real and imaginary parts of the mth component of 
the transform of Xa will give (x · c)(m, a) and (x · s)(m, a) respectively. 

We also have to compute c · c, c · s and s · s. These will be functions of w and a. and we will use the 
notation ( c . c) (m, a), ( c · s) (m, a) and ( s · s) (m, a) to denote the value of these inner products when w = m/ N l:!.t, 
m=O, ... ,(N-1). 

The double angle formulae for the sine and cosine give 

N-1 

(c · c)(m, a) = '2: cos2(kmp + ak2 (l:!.t) 2
) (44) 

1.:=0 

= ( 

N-1 ) 
N + ~ cos(2(kmp + ak2 (f:l.t) 2

)) /2, (45) 

N-1 

(c·s)(m,a) = L cos(kmp+ak2 (!:!.t) 2 )sin(kmp+ak2 (l:!.t) 2
) (46) 

k=O 

= (%;' •in(2(kmp+ ak2 (t.t)'))) /2, (47) 

and 
N-1 

(s·s)(m,a) = '2:sin2 (kmp+ak2 (.l:l.t) 2
) (48) 

k=O 

= (49) 

As before, the sums are the real and imaginary parts of 

N-1 

L exp(j2(kmp + ak2 (f:l.t) 2
)). 

1.:=0 

We perform another re-arrangement: 

N-1 2::: ej2(l:m,o+al:'(~t>'> N/2-1 N-1 = 2::: ej2(km,o+ak'(~t>'> + 2::: ei2(km,o+ak2 (~t>'> (50) 
l:=O k=O k=N/2 

N/2-1 N-1 = 2::: ej2al: 2 (~t) 3 
ej2kmp + L ej2ak2 (~t) 2 

ej2kmp (51) 
k=O k=N/2 

N/2-1 N/2-1 = L ei2ak2 (~t) 3 
ei2kmp + L ej2a(k+N/2) 3

(At)
2 
ei2ik+N/2)mp (52) 

k=O k=O 

N/2-1 
= L (ei2ak2 (~t) 2 + ej2a(k+N/2) 2 (~t)') ejkm2p. ( 53) 

l:=O 

This shows that the values of the inner products for m < N /2 are the componnents of an inverse Discrete 
Fourier Transform of length N/2. It is easy to see that the values of the inner products for m+ (N/2) are the 
same as those for m. 

It follows that all the inner products required to compute the values of the posterior density function for one 
value of a and N values of w can be computed with one N-point Fast Fourier Transform and one (N/2)-point 
Fast Fourier Transform. 

10 Simulation Results 
A program has been written to implement the algorithm described in the previous sections. It uses a FFT routine 
to compute the value of 

Y=X·X- ( X·C X·S ) ( C • C C · S ) -
1 

( X· C ) 
C•S S·S X·S 

(54) 
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for each value of wand a. It was fonnd that the matrix in the .equation above was occasionally singular, so, 
following a suggestion of Bretthorst (4], a small number was added to the diagonal elements of the matrix. This 
is equivalent to the use of a prior which gives more weight to small ·amplitudes, and has the effect of stabilizing 
the calculation. 

Figures 1 to 3 and Table I show the results of rnnning the program on simulated data. A chirped waveform 
with parameters w = 2.0 and a = 0.02 was generated. 512 samples were taken with f:J.t = 1.0. Figure 1 shows the 
waveform and the graph of the logarithm (to base 10) of the posterior density function. The peak of the function 
is more than five hnndred orders of magnitude above the background ! 

Table I illustrates the performance of the algorithm as white Gaussian noise is added to the signal. As the signal 
to noise ratio increases, the height of the peak decreases, but the estimates of the parameters do not change even 
when the SNR is -7 dB. Figures 2 and 3 show the waveform and the graph of the logarithm of the posterior density 
function when the SNR is 0 dB and -5 dB respectively. Increasing the SNR raises the level of the background. 

Logarithm of the 
SNR w & maximum of the 

posterior distribution 
No noise 2.000 0.02 575.71 

10 dB 2.000 0.02 461.12 
1 dB 2.000 0.02 117.99 
OdB 2.000 0.02 70.36 
-1 dB 2.000 0.02 63.45 
-2 dB 2.000 0.02 43.02 
-3 dB 2.000 0.02 29.67 
-4 dB 2.000 0.02 15.30 
-5 dB 2.000 0.02 9.54 
-6 dB 2.000 0.02 9.26 
-7 dB 2.000 0.02 7.01 

Table I: Estimates of base frequency and chirp rate of simulated waveforms. 

11 Conclusion 
The algorithm described in this paper is a sensitive yet computationally tractable method of detecting chirped 
signals in white Gaussian noise. It can be used both when the signal-to-noise ratio is low and when the chirp rate 
is close to zero. 
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Figure 1. Waveform and plot of log posterior density function for chirp without noise. 
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Abstract: An interface is described for graphically 
navigating a large collection of documents, as in a 
library. Its design is based on the metaphor of traversing 
a landscape. Documents are depicted as buildings, 
clustered to form 'towns'. A network of 'roads' connects 
these towns according to the classification hierarchy of 
the document set. A three-dimensional scene rendering 
technique allows the user to view this landscape from 
different perspectives, and at different levels of detail. At 
one level, the appearance of the buildings provides 
information like document size and age, at a glance. At 
higher levels, we provide the user with a visualisation of 
the structure and extent of the document set that is 
impossible with a traditional 'shelf' presentation. At all 
levels, a sense of physical context is maintained, 
encouraging and supporting browsing. 

1. Introduction 
The most difficult searches to perform in a conventional 
Boolean retrieval system are the keyword searches: users 
generally find it difficult to fine-tune tills type of query, 
and can oscillate between too few (or no) hits and an 
overwhelming flood of responses [19]. 

Two broad types of solutions have been proposed: to 
automatically or semi-automatically refine a textual 
query, or to provide the user with graphical aids for 
constructing queries and dealing with poor search results. 
Examples of the former approach include: relevance 
feedback, in which relevance assessments supplied by the 
user for previously retrieved documents are used to 
reformulate the query [20]; word stemming and term 
expansion, in which query terms are replaced with their 
linguistic stems and/or with additional terms from a 
thesaurus [18] ; and ranked query output, in which the 
query results are ordered so that the best query-document 
matches appear first [15]. 

Graphically based systems for query construction and 
refinement note that the user's problems may stem from 
an incomplete understanding of the structure of the 
document collection, or a lack of prior knowledge of the 
relative distribution of the documents over the 
classification terms. By browsing a graphic structure 
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such as a classification hlerarchy or term network, the 
user can select or negate terms to incrementally enlarge 
or refine the query. A number of systems have been 
proposed that utilise this type of interface: Alien [1] 
allows users to traverse sections of a classification 
hierarchy that are adjacent to documents retrieved by a 
search; Doyle [6] discusses a graph-based interactive 
browsing environment; Croft [4] extends Doyle's term-
based graph with vertices and edges representing 
individual documents and their degrees of similarity to 
each other; Frei and Jauslin [7] use tree structures · to 
represent both system command menus and document 
indexing structures; and Godin [10] and Pedersen [16] 
model a collection's conceptual structure with term-
document lattices. 

It is the latter, graphically based approach that we have 
chosen to investigate. In this paper, we discuss an 
interface design that enlarges upon these two-dimensional 
graphic term displays by making use of the virtual reality 
paradigm. In response to a query, the user is shown a 
view of those sections of the physical library containing 
documents matching the search terms. Documents are 
depicted as buildings, clustered to form 'towns'. A 
network of 'roads' . connects these towns according to the 
classification hierarchy of the document set. The 
landscape can be viewed from different heights: close in, 
the appearance of the buildings provides information like 
document size and age at a glance, whlle from a distance 
the roadways provide the user with a visualisation of the 
structure and extent of the document set. In the case of 
the library, towns at leaf nodes in the classification 
hlerarchy correspond to shelves and interior nodes 
correspond to different areas or sections of the library. 

If the user is familiar with the collection organisation or is 
looking for a particular item, then they can quickly focus 
on the appropriate portion of the library and retrieve the 
desired document(s). Users with less precise queries can 
browse through sections of the classification hierarchy 
that hold publications matching the search terms, and also 
examine documents "near" the matched ones in the same 
way that library books are examined on the same shelf. 

In the latter case, the interface is supporting a common 
and efficient search strategy-using a keyword search to 
locate the desired classification categories, followed by 
browsing through the books in those categories or 
adjacent ones [9]. Indeed, it appears that one of the major 
library classification schemes, the Library of· Congress 
system, was designed with this type of search in mind; 
turn-of-the-century reports from the Librarian of Congress 
stress that the system was tailored "to the usages in vogue 
[at the Library], a distinguishing feature of which is the 
freedom of access to the shelves granted to serious 
investigators" [24] . Clearly, the Library users were 
originally intended to use catalogue searches mainly to 
provide appropriate browsing points in the stacks. 

There are, however, advantages to browsing a virtual, 
rather than physical, library. Avoiding tiresome trudges 
through the stacks to look at widely scattered results is 
surely the foremost! Other advantages include viewing 
the documents as clustered solely by content similarity, 
rather than according to the need to fill out physical 
shelves or floors; the ability to change perspective by 
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zooming in or away from the documents, g1vmg an 
impression of the scale and structure of a collection; and 
the ability to put a document at more than one place in 
the hierarchy, rather than being bound to the "one book, 
one spot" restriction of a physical library. The use of 
scene rendering techniques to display search results 
allows a virtual library to retain some of the advantageous 
features of a physical library. Users can quickly scan a set 
of document surrogates for much of the information that 
we get from viewing physical documents: an indication 
of the document's age, length, etc. 

The following section discusses other three-dimensional 
information navigation aids. Section 3 describes our 
interface design, and presents a sample interaction. 
Section 4 discusses additional areas for research in 
extending and evaluating this interface. 

2. Graphic browsing tools for 
information navigation systems 
Several graphically-oriented tools have been developed to 
support browsing and navigation between documents in 
the World Wide Web (WWW): for example, the 
Deskscape system visualises user-selected sets of WWW 
pages as "decks", with only the top page of each deck 
visible at any one time [2] ; CZWeb provides a fisheye 
view of a graph representation of WWW page links [3]; 
and the Navigational View Builder which uses 
"landmark" pages to simplify graphs of WWW document 
links [ 14]. These systems are primarily two-dimensional, 
with emphasis placed on simplifying the highly complex 
WWW page interconnections so that they can be 
displayed cleanly. The display problem is exacerbated by 
the fact that WWW pages have very little ordering, and 
can have a high degree of connectivity. In contrast, library 
document classifications are very (hierarchically) ordered, 
and connectivity between documents can be limited by the 
classification scheme. 

TurboGopherVR provides a three-dimensional graphical 
orientation system for "Gopherspace", the distributed 
collection of Gopher documents and files [23]. 
Gopherspace is hierarchically organised (like many 
library classification systems), although the Gopher 
hierarchy has more than one root node. Gopher files 
available one "hop" down from the current node in the 
hierarchy are visualised in TurboGopherVR as 
Stonehenge-like monoliths arranged in a circle, with a red 
monolith in the circle's centre representing the current 
node. The user can "walk" around the circle using the 
mouse or arrow keys, and can see an overview by "flying" 
above the circle. Since only one Gopherspace level is 
visualised, it is unclear what advantage this system has 
over the conventional Gopher text menus. 

FSN (pronounced "fusion"), a three-dimensional file 
system navigator for Silicon Graphics workstations, was 
used as the basis for our retrieval interface [8]. The FSN 
software was featured in the movie Jurassic Park as a 
high-tech operating system interface, and has also been 
used to visualise the decision trees produced by machine 
learning algorithms [22]. Since FSN is crafted specifically 
for displaying hierarchically ordered relationships 
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between files, there is as good fit between its document 
ordering expectations and conventional library 
classification schemes. FSN provides both a thumbnail 
overview of a hierarchy (tree), as well as a highly 
interactive facility for traversing the tree nodes and links 
at closer range. 

3. The interface design 
We represented each document in our test set as a file, 
built the classification hierarchy for the documents as a 
directory/sub-directory hierarchy, and then used FSN to 
create and navigate the graphic file system/document set. 
We have proposed adaptations to the FSN display 
metaphor to meet the demands of document 
representation (see Section 4), but have not implemented 
them. 

The following discussion illustrates the process of 
refining a query on the general term "artificial 
intelligence". As the AI literature is notorious for its 
wide scatter across a variety of disciplines [13], this query 
gives a good indication of the capacity of the interface to 
organise search results and facilitate browsing. 

3.1 Hierarchical presentation 
The initial results of a keyword query are shown in two 
windows: a small "bird's eye" of the library containing 
documents matching the query (Figure la), and a larger 
window with a three-dimensional view through which the 
user navigates to view the retrieval set more closely 
(Figure lb). 

The 'roadmap' of the relevant sections of the library is 
laid out as a tree, where the towns and roads along the 
branches indicate the classification hierarchy and the leaf 
towns contain the documents. For our test set, we used 
the Library of Congress classification scheme without the 
'Cutter' extensions (the Cutter numbers run orthogonally 
to the hierarchical LoC system, and are mainly used to 
order documents within a given LoC classification). The 
root town of the search results, the rectangle at bottom 
centre of Figure la, is connected to towns representing 
the highest level of the classification hierarchy (the 'A' to 
'Z' call letters); these second level towns are connected to 
their appropriate sub-divisions (for example, 'A' has a 
road a leading to 'AC'), the tertiary towns are connected 
to the appropriate number range subdivisions (for 
example, '1-315' and '316-800' of 'AZ'); and all 
documents of a numeric subdivision containing query hits 
are displayed in a leaf town of the tree. 

The depth of the displayed classification and size of the 
numeric ranges are collection-dependent, and will vary 
across portions of a collection. The main concern is to 
have the leaf towns of a size small enough to fit 
comfortably on a screen (say, having fewer than 50 
buildings), and large enough for browsing to be effective 
(say, having more than 5 buildings). In Figure la, the 
most developed portions of the classification are just to 
the right of centre. The three areas extending above the 
rest of the hierarchy are the three main clusters of AI 
books (Perception, Cybernetics, and Computer Science). 
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Figure la: A "bird's eye" view of portions of the library containing search hits for the term AI. 

Figure lb: Three-dimensional browsing view 

For non-leaf towns, there is a building corresponding to 
each 'road' connecting the town to the next lower level 
in the classification hierarchy. The height of a building 
represents the number of search 'hits' found at the lowest 
level of that portion of the hierarchy. Both building and 
road are labelled with the title of the LoC subheading that 
they represent. For leaf nodes, the 'buildings' represent 
individual documents (discussed further in Section 3.3). 

Figure 1 b shows the view from the root of the 
classification hierarchy. An obvious feature is the tall 
building at the back left of the town. This tower 
corresponds to the Science road where most of the AI 
books are located. Note that the current prototype does 
not associate buildings with roads properly. In this case 

Australian Journal of Intelligent Information Processing Systems 

the Science road leaves from the middle right-hand side 
of the town. 

Only those portions of the classification hierarchy 
containing matches to the query are displayed in full; the 
other portions of the library are collapsed to the highest 
level at which no query match occurs (for example, in 
Figure la the major subheadings 'E' to 'F' have been 
collapsed to a single node). We retain representations of 
the non-relevant portions of the library to keep the 
location of individual portions of the library as uniform as 
possible across queries, and to give as much context as 
we can as to what exists in the library. 
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3.2 Navigating and browsing 
The user can fly freely over the information landscape 
created by the search, either following paths between 
'towns' or zooming in directly on interesting portions of 
the countryside. The tilt of the viewing angle and the 
viewer's distance from the ground can be adjusted. For 
example, in Figure 2 the user has travelled clicked on the 
Science road of Figure 1 b. 

This browsing mechanism has an advantage over 
conventional text displays of search hits in that it provides 
a visual sense of the groupings and subgroupings of 
search results. These groupings can be used to quickly 
filter out portions of. the retrieval set that are likely to 
contain 'false drops' (documents unrelated to the 
infonnation need, whose retrieval is caused by lack of 
predetermined term relationships or linguistic 
idiosyncrasies) [21]. For example, a search for 'SLR' 

might retrieve documents under the sub-headings 
'Photography' (Single Lens Reflex cameras) and 
'Computers' (Simple LR parsers). The user could quickly 
follow the classification hierarchy to the 'town(s)' of 
documents intended in the search, and ignore the 
'town(s)' inadvertently retrieved by the second meaning 
of the query term. 

From the perspective of the Science town we can see 
clusters of books near the horizon. To the left, accessed 
via the General (Science) road, is the cluster of books in 
the Cybernetics area. Straight ahead, beyond 
Mathematics, is the Computer Science area. Although 
there are more books in the Computer Science area than 
in Cybernetics, perspective distortion in this view makes 
the Computer Science area look smaller. 

Figure 2: Zooming in on a portion of the library 

Figure 3: Overhead view of document proxies 
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3.3 Browsing a 'town' of documents 

Each building in a leaf town of the query tree corresponds 
to a document in the collection (Figure 3), and is a 
conceptual proxy for that document (17]. Each building 
is labelled with the document title. The building's 
appearance provides further information about the 
document. In our prototype system: 

building height represents document length 
the building's colour intensity corresponds to the 
document's age 
an icon on the roof gives an indication of the 
contents (for example, a scanned image of the 
book's cover) 

Thus, the buildings provide more information about a 
document, more quickly, than the text-only document 
descriptions in a conventional retrieval system. While the 
old saying that "one cannot judge a book by its cover" 
contains an element of truth, in a real library we quite 
often use the information gained from a quick glance at a 
book jacket to decide whether a book might suit our 
needs: for example, if I want a "scholarly" book, then 
the academic presses use quite different typesetting 
conventions from the popular publishers; if I'm looking 
for a detailed discussion of a broad topic, then a very thin 
book is less likely to be useful than a thick book; and if 
I'm working in a quickly changing field such as 
computing, then the older-looking books are likely to be 
obsolete. The process of navigating 'over a town is thus 
very similar to browsing a physical bookshelf, in that a 
number of different types of information about a 
document are apparent at a glance. The 'town' metaphor . 
is perhaps superior, in that one generally has to pull books 
out of the shelf to see more than their spines! 

The building metaphor is further extended by Dieberger 
and Tramp [5] , who suggest a more complex pictorial 
display for information or documents: 

"A look at a house in real life reveals an 
astounding amount of information about the 
house itself and about its contents. A church 
looks very different from a factory, an office 
building, or a house to live in. Business 
information would probably not be visualised as 
a church for instance, but most likely as an 
office building. " 

We prefer to avoid baroque embellishment, as we believe 
that a simpler representation can provide much the same 
information with less chance of visual confusion. Further, 
many of their suggestions would require hand crafting, 
while our focus is on visually depicting information that 
can be automatically extracted from existing records. 

As noted in Section 3.1, a leaf town contains all 
documents bearing its classification code-including 
documents that do not contain the search terms, as wen as 
the 'hits' that caused the town to be retrieved. Again, the 
intention is to facilitate browsing amongst documents 
falling under the same classification, as opposed to the 
more conventional displays that optimise the presentation 
of only those documents containing the search terms. Of 
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course, the user will require a mechanism that will allow 
'hits' to be quickly distinguished from the rest of the 
town. 

Figure 3 shows a possible form for a close up of a leaf 
town. In our prototype only search hits are shown. We 
have yet to extend our library catalogue interface . to 
collect the books with adjacent classification codes. 
When this is implemented 'hits' will be marked as 
flashing or brightly lit buildings. 

3.4 Selecting a document 
What happens when the user selects a building/document 
as poten~ally relevant to the information need? Ideally, 
at that pomt the user would be presented with the full text 
of the document. At worst, an abstract, contents page, 
or other text sample should be available (as is the case in 
our prototype system). While the availability of full text 
would give the user the best possible opportunity to judge 
the document's relevance (and would create a truly 
'virtual' library), for performance and storage reasons full 
text is not practical for document collections of any 
reasonable size. However, an abstract or other sample of 
text is still useful when browsing, giving the user a 
flavour of the contents to aid in deciding the potential 
relevance of the document to th e information need (18] . 

3.5 Prototype System 
Aspects of the design were tested with a simple prototype. 
We wrote an "expect" script [12] to transmit a query to 
the University library on-line catalogue system and to 
extract the results. Another program translated the search 
results to a pattern of directories and files suitable for 
FSN. The screenshots (Figures la, lb, and 2) show the 
resulting FSN visualisation. 

Whilst the prototype operates in a more indirect manner 
than a properly integrated system, we can draw some 
conclusions about likely performance. The FSN software 
performed the task of depicting query results very well. It 
has a system of view horizons beyond which various levels 
of detail are omitted from the display. This makes it 
possible to efficiently generate views of large document 
sets. We are reasonably confident that this capacity would 
scale to enable practical visualisation of real library 
collections. However, extracting data from the on-line 
catalogue system was more of a problem. The catalogue 
system is designed to report small numbers of query 
results directly to a user. This system works well if precise 
queries can be posed. Our system encourages weak initial 
queries for refinement by navigation. We found that the 
catalogue system returned the results of such queries quite 
slowly. In a production system it would be necessary to 
improve this performance. Careful database organisation 
should make it possible to achieve adequate performance. 

4. Discussion 
We have presented a novel interface design for browsing 
a collection of documents. Our system attempts to retain 
to the greatest extent possible the browsing facilities of a 
real, physical library-permitting recognition of books by 
their physical characteristics, and grouping the books by 
related classification. This interface enhances the 
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physical library paradigm by supplying a visualisation of 
the classification hierarchy, and by providing quick and 
convenient navigation capabilities. It gives all the 
advantages of a conventional on-line retrieval system in 
searching, but is better able to cope with poor search 
results. If the search returns too few items, a user can 
browse the 'shelves' near those responses. If it returns 
too many responses, the user is shown a structured 
collection-which will often immediately provide the 
basis for a quick refinement of the search. At all stages 
the user can see the documents they are interested in, in 
the context of the library as a whole. 

The current prototype was implemented with the FSN 
visual file navigator, and is restricted to the display 
options of that system. As we further investigate the 
utility of this type of display, we wish to experiment with 
the physical layouts of the towns, and buildings within a 
town. For example: the hierarchical structure of the LoC 
classification system is displayed as a simple tree. This 
makes very poor use of screen (ground) area. We would 
like to investigate the trade-off between packing the 
viewing area and ease of comprehending the structure 
that is involved with different display styles. For 
example, we could display a hierarchy in a quadtree area-
filling style, or we could base the display fonnat on 
browsing a network of thesaurus tenns [16], lattices of 
automatically generated document-tenn relations [10], or 
a non-hierarchical a priori classification scheme such as 
Ranganathan faceted indexing [11]. 

Similarly, the arrangement of buildings in towns could be 
modified to provide additional infonnation about the 
"relatedness" of the documents. Rather than placing the 
buildings equidistant from each other (as in the current 
prototype), physical proximity could be used to represent 
intellectual proximity (by using statistical tenn eo-
occurrences to estimate the content similarity between 
documents). 

Finally, in the prototype the interface is displayed on a 
conventional computer screen, and interaction takes place 
with a keyboard and mouse. We are particularly 
interested in investigating the potential benefits of using 
virtual reality technology-a stereoscopic viewer and 
data glove. It seems likely that eliminating the need to 
translate from a three-dimensional interface metaphor to a 
two-dimensional display would enhance the usability of 
the retrieval system. It would enhance the feeling of 
'context' to have a wider field of view than is possible on 
a conventional screen, and to be able to 'turn around' to 
see back, up, or across the classification hierarchy. 
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ANN based Pattern Recognition techniques for ECG waveform analysis 
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The University of Western Australia 
Department of Electrical & Electronic Engineering 
Centre for Intelligent lriformation Processing Systems 
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This thesis investigates the use of artificial neural network (ANN) based pattern recognition techniques in electrocardiographic 
waveform analysis. In general terms, it concerns itself with the development of a generic approach to recognise perturbations 
within a time-series which are said to have a morphological consistency. With regards to electrocardiography, the problem cf 
QRS and cardiac arrhythmia detection within ECG traces are treated in this respect. 

The thesis begins by outlining its objectives followed by a brief introduction into electrocardiography. Next an overview cf 
ECG acquisition methods, their characteristics and noise sources are presented. The thesis briefly describes, from a clinical 
perspective, the PQRST wavelet, various common cardiac arrhythmia and heart rate variabilities; providing comments and 
examples in each instance. 

To evaluate the potential of pattern recognition in ECG analysis, the thesis continues with an overview of pattern recognition 
approaches, namely the decision-theoretic approach and the syntactic approach. From this overview, strong similarities are 
seen between the decision-theoretic approach and the primitive extraction stage of the syntactic approach. It is the contention 
of this thesis to employ decision-theoretic strategies to the primitive extraction stage. As part of this study, a new clustering 
algorithm is proposed based on the nearest neighbour concept with a all covariance matrix restriction. It also incorporates the 
concept of phase transitions to estimate an appropriate point to stop the clustering process. This clustering algorithm was 
developed for use with ANN classifiers like the probabilistic neural network (PNN) in circumstances where the training set size 
is too large for practical application. 

To fmd a suitable feature extraction method, the thesis investigates in great detail, the use of pseudo-spectral coefficients 
belonging to the hermite family offtmctions as m!)rphological features in one-dimensional pattern recognition; with a view to 
applying it to ECG analysis. This is done by modelling the ID shape as a series expansion of hermite ftmctions. Unlike 
previous models, the thesis proposes a deteministic approach based on gaussian quadratures to estimate the coefficients of the 
series expansion. Also a spread parameter and shift parameter are introduced into the defmition of the orthonormal hermite 
fw1ction and are estimated using a variety of gradient-descent techniques based on least-squares (or maximum correlation 
coefficient) estimation. These coefficients and/or model parameters then form the features that describe the shape of the signal. 
The introduction of these parameters allows the same features to be extracted from a shape that may have suffered scale and/or 
translation distortions. The thesis also briefly reviews Fourier and Laguerre spectral coefficents as shape descriptors. Note the 
restriction to model shapes as a series expansion of orthogonal ftmctions is an intentional one and the arguments for doing so 
are discussed in this thesis. 

In this thesis, the use of an ANN classifier as a vector quantiser or discriminator in the pattern recognition process is confined 
to the multilayer perceptron network with backprogagation, the Bayesian classifier (normal density) and the probabilistic neural 
network. As part of an investigation into alternative ANN models, a polynomial ·discriminant network based on hermite 
functions, termined the hermite discriminant network is proposed as a scheme to parametrically model the probability density 
function of a trained ANN. 

Two approaches involving ANN based recognition methods in ambulatory ECG waveform analysis are proposed in the latter 
half of this thesis. The first outlines at QRS detector that uses morphological and rhythm information. This method employs 
the use of an ANN classifier to recognise the morphology of "would be" QRS spikes, based on amplitude and derivative 
features computed from a digitised ECG trace. These "would be" QRS spikes are then post-processed together with 
information about the predicted QRS complex location to return a single QRS complex classiciation. This post-processing 
llas the effect of significantly reducing the number of false positive detections. The approach was evaluated against laboratory 
acquired MLII ECG traces and its performance reported for various ANN classifiers. 

in the second approach, the problem of detecting cardiac arrhythmia within an ECG trace is addressed. A proposal is made fir 
a syntax based recognition scheme to do this. The thesis outlines this scheme by first defming the primitives, termed arrlets , 
md the syntax of the various cardiac arrhythmia. The recognition process then involves the annotation of the ECG in terms cf 
these arrlets and the straightforward parsing or syntax-matching of these annoations. The arrlet extraction process entails 
;liding a window along the ECG trace within which the shape of the signal is modelled as a series expansion of hermite 
functions, and a PNN used to classify its coefficients (features). The p.d.f. estimates provided by the PNN for each arrlet class 
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are then post-processed by a detection algorithm, based on Bayes decision theory, to confirm the annotation of an arrlet on the 
ECG trace. This approach was evaluated against the MIT-BIH Arrhythmia Database and the PNN trained from feature vectors 
derived from the same database. 

The thesis concludes with an examination of the possible improvements to the methods covered and discusses the scope of 
future work in this area. 

Degree: 
Title: 
Author: 

PhD 
Systematic Segmentation of Mammograms 
Ramachandran Chandrasekhar 

Institution: The University of Western Australia 
Department: Department of Electrical & Electronic Engineering 

Centre for Intelligent Information Processing Systems 

Mammograms are at present the method of choice for screening the asymptomatic female population above fifty years for breast 
cancer. One way of assisting radiologists to cope with the increased workload from screening is to "pre-read" or process 
mammograms "intelligently" by computer. 

This thesis addresses the fundamental question of segmenting mammograms as the frrst stage of this processing. It presents 
systematic methods for : 

1. obtaining the skin-air interface, separating breast from background; 
2. locating the nipple; 
3 . delineating the pectoral muscle; arid 
4. identifying the adipose and flbroglandular tissue 

on mammograms. These steps represent a logical progression in the segmentation process. In each case, the methods 
developed recommend themselves on the basis of their simplicity, accuracy, generality or novelty. 

The separation of breast from background was accomplished by modelling the entire background, and portions of the breast 
contiguous with it, by a polynomial. The modelled image was subtracted from the original and further processed to yield a 
binary image of the breast and the background. 

An original, heuristic technique was developed to locate the nipple automatically on mammograms for which the skin-air 
interface had already been obtained. It was observed that at the nipple, there is a distinct change in the average gradient of the 
intensity in a direction normal to the skin-air interface, directed towards the breast. The value of the gradient and its 
orientation, along with the derivative of each with the vertical co-ordinate, yielded four descriptors that were sufficiently 
sensitive to locate the nipple, both when it was in profile and when it was not. 

Edge detection was considered most suitable for delineating the pectoral muscle. A careful analysis of mask-based edge 
detection revealed it to be the composition of four mathematical operations: conditioning, feature extraction, blending and 
scaling. Interesting insights were obtained about the feature extraction and blending steps. It was found that statistical 
measures such as the range and standard deviation ofpixel values within a mask could serve as components of the edge feature 
vector just as well as conventional directed digital gradients. The function used to blend the components of the feature vectors 
could be defined analytically or computationally. This was particularly useful for mammograms where a single anatomical 
edge, like that of the pectoral muscle, could vary in strength across its length. By establishing a framework within which a 
variety of edge images could be systematically generated, this work has relevance beyond the application domain for which it 
was developed. 

Texture analysis was deemed appropriate to distinguish the fatty and flbroglandular components of the region within the breast. 
To this end, a new texture measure, the two-dimensional Hurst operator, was defmed. It is a logical mathematical extension of 
a statistical method frrst introduced by Hurst to analyze time series. Variants of the new operator were used to analyze texture 
on mammograms. One variant, He, discriminated well between rough and smooth textures on a mammogram and has the 
potential for distinguishing between adipose and flbroglandular tissue. An allied texture operator defmed by Russ, with quite a 
different mathematical definition, was extended and also used to analyze texture on mammograms; it gave results similar to He 
and raised interesting theoretical questions about the reasons for the similarity. 
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Physically Based Modelling for Surgical Simulation 
RobertAf. HVoodcock 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
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This thesis is concerned with the use of virtual reality technology and computer simulation to construct new dynamic models 
of medical data with which the user can interact. In particular, it is concerned with the problem of simulating soft tissue 
defonnation using physically based. modelling in an interactive environment. 

Three novel physically based modelling methods have been developed to model soft tissue. The first method uses a collection 
of interacting particles whose aggregate behaviour was controlled by interactions at the particle level. Adaptation to soft tissue 
modelling was pursued by using two sets of interacting particles, one modeling a liquid phase the other an elastic solid. The 
significant advantage of this model is that topological changes created by, for example, incisions being made during surgery, 
do not require any change to the underlying data structure. The second method represents the distributed mass of the body as a 
collection of points connected by springs. The nonlinear material properties are modelled through the replacement of the linear 
elastic spring force with a bi-phasic nonlinear spring force. To provide support for surgical incisions and other topological 
changes, it was necessary to extend the basic model to include cell based :fracture. The use of cell based fracture ensures that 
during cutting or fracture a structurally stable mesh is maintained. The fmal physically based model investigated involved the 
use of active models. Active models are based on a generalisation of spline representations of curves, surfaces and solids to 
include physically based dynamics. All of the models require the use of significant computational resources to provide 
interactivity during simulation. In this thesis the novel technique of adaptive refinement and coarsening (ARC) has been 
developed. This technique extends the spring models developed for soft tissue modelling to include an adaptive mesh. The 
ARC method modifies the point mass and spring distribution throughout the model so that areas undergoing rapid changes in 
stress or :fracture are refined whilst other, less stressed regions are coarsened. Automatic adaptation during the course of the 
simulation provides an effective method for reducing computational demands and thus increases interactive response. 

The practical application of the spring models with ARC is discussed with reference to the development of a prototype 
interactive surgical simulator. This simulator is capable of producing dynamic and interactive simulations of neurosurgical 
techniques from magnetic resonance imaging scans. Algorithms for segmentation, three dimensional reconstruction, 
visualisation and dynamic interactive simulation have been developed. Finally, the use of virtual reality technology to provide 
an intuitive interface is discussed. 

Degree: 
Title: · 
Author: 
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Department: 

PhD 
Applictions of Artificial Neural Networks to the Prognosis of Malignant Carcinoma 
Poh Lian Choong 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
Centre for Intelligent Iriformation Processing Systems 

Many pattern recognition problems involve the estimation of a probability distribution function from a small number cf 
samples. There are many ways in which this estimation can be carried out. This thesis is concerned with the use of Artificial 
Neural Networks (ANN) to construct distributions to carry out plausible reasoning in the field of medicine. In particular, it is 
concerned with the problem of diagnosis and prognosis: can we automate the process of making inferences about the causes and 
possible future course of a malady based on a description of the patient's symptoms and the result of various tests? 

Three ANN architectures have been used to analyse medical data. The first architecture used is the "Classical" Multilayer 
Perceptron (MLP). The MLP was adapted for analysing medical data by introducing a sensitivity analysis procedure to 
evaluate the local significance of the risk factors used and a dilution factor for speeding up the convergence. Several drawbacks 
of using the MLP architecture have been addressed by using the Bayesian Neural Network. The Bayesian framework makes 
possible three things; (1) it pennits evaluation of the global significance of the input; (2) it allows us to detennine optimal 
network size and (3) it reduces over-training. 

Another novel aspect of this thesis has been the use of Maximum Entropy Estimation (MEE) as an effective method of inference 
based on small samples of binary outcome data. Capable of implementation by an ANN architecture, the Maximum Entropy 
Networks proved to be better classifiers than the Multilayer Perceptron, the Probabilistic Neural Network and Multivariate 
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Logistic Regression when the sample size was small. Multinomial models could be constructed with less computation time 
and consistent petformance accuracy. 

A complete exposition of the formalism and rationale of the MEE theory is discussed. 

The practical application of these architectures is discussed in relation to the problem of breast cancer and cutaneous malignant 
melanoma prognosis. Comparisons of these ANN architectures with a more traditional statistical method, namely Multivariate 
Logistic Regression, provides explicit comparison of their predictive capabilities. 

The concepts and architectures described in this thesis have been adapted for analysing medical cancer data. They are however, 
applicable to other data modelling problems whether they involve estimation ofmultinomial distributions or classification. 

Degree: 
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PhD 
A Modified Probabi/istic Neural Network for Pattern Recognition and Signal Processing 
Anthony Zaknich 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
Centre for Intelligent Information Processing Systems 

This thesis identifies some of the features and major limitations of current artificial neural network architectures and learning 
laws and presents an alternative class of practical non-parametric and semi-parametric networks which are quick and easy to 
train and can be realised with present or foreseeable technology. An approach is adopted which guarantees engineering 
solutions to a wide range of nonlinear signal processing problems. This has been achieved by utilising as a basis an artificial 
neural network structure which is theoretically well founded and understood and easily realisable. The modified probabilistic 
neural network structure has been invented and extended from the probabilistic neural network classifier. The probabilistic 
neural network is derived from Bayes' theory and Parzen non-parametric windowing techniques. The main problems with 
utilising the probabilistic neural network are that it is only a classifier and that its implementation requires a large memory 
storage and access for complex problems. An adequate memory size can not be predetermined for general network design. The 
modified probabilistic neural network, however, is based on a semi-parametric approach and can be implemented with a fixed 
memory size which is related to the resolution of the data quantisation devices and the required accuracy. It is most similar to 
Specht's general regression neural network and the network developed by Moody and Darken and has significant similarities 
with Albus' cerebellar model articulation controller and Kohonen's self-organising map. The generic aspect of the work is 
shown by giving solutions to a number of applications to show the utility and effectiveness of the modified probabilistic neural 
network. Performance comparisons are made with other artificial neural networks and more established methods including the 
multi-layer perceptron with backpropagation-of-error, adaptive least mean squares linear finite impulse response filt~rs and 
nonlinear second and third order Volterra filters. These comparisons demonstrate the applicability and implementation 
advantages of the new artificial neural network architecture. Some optoelectronic and VLSI implementation ideas are developed 
to show how easily these technologies can be used to build modified probabilistic neural network hardware realisations. A 
significant contribution of the thesis is the development of an effective and practical general artificial neural network 
methodology and design for application to a broad class of nonlinear time series signal processing problems. 
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PhD 
Speaker-Independent Isolated Word Recognition 
Yaxin Zhang 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
Center for Intelligent Information Processing Systems 

Speech recognition is a natural ability of humans, but is a difficult job for current personal computers and workstations. 
Although dramatic achievements have been obtained during the past 40 years of automatic speech recognition (ASR) history, 
and many speech recognition products ranging from small vocabulary isolated word recognizer to large vocabulary continuous 
speech recognition systems have been found in the market, that the computing machine could arbitrarily recognize speech 
without any constraints in speakers, environments, and vocabulary still is a hopeful dream. It is this dream that has been 
involving quite a few generations of phoneticians, linguistics, and engineers in this area. 

The most popular strategy for ASR is the hidden Markov modeling (HMM) which has been used in most state-of-the-art ASR 
systems in the world. Hidden Markov mode ling is a technique for the study of observed items arranged in a discrete-time 
series. The items in the series can be individually or continuously distributed. In other words, they can be scalars or vectors. 
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The spectral feature vectors of speech signals are such a series. The HMM has been shown to represent one of the most 
powerful statistical tools available for modeling speech signals. There are three basic types of HMM system, the discrete HMM 
system (DHMM), the continuous HMM system (CHMM), and the semi-continuous HMM system (SCHMM). In this thesis 
we mainly study the DHMM system for speaker-independent isolated word recognition. 

Like any pattern recognition problem, the basic strategy for automatic speech recognition is the signal space partition which 
classifies the speech space into a number of regions and generates in each region a representative which may be a typical vector 
of a pdf estimation of the region. Such representations can be called the basic recognition templates. In a CHMM system, 
however, the gaussian pdf in a mixture generated for each state of each recognition model is the basic template. This thesis 
focuses on the speech space partition stage in a HMM recognizer to improve both the partitioning efficiency and the recognition 
accuracy. 

Three algorithms, the LBG algorithms, the EM algorithm, and the MGC algorithm, were investigated for the vector 
quantizitation in a DHMM isolated word recognizer. The investigation revealed an interesting phenomenon that the three VQ 
methods partitioned the speech space into different regions based on their own classification view, and eventually resulted in 
different incorrect recognitions. Based on the complementary nature of the three VQ strategies, a multi-VQ multi-HMM 
recognizer was proposed and implemented. The experiments showed that this system generated a 50% error rate reduction 
over the best single model system. This recognizer may be implemented in a parallel hardware structure with a little storage 
increase and no any increase of recognition time. 

The speech space partition should match the distribution of the acoustic spectral features. What does the spectral speech space 
look like? The phoneme features were investigated in this thesis since the phonemes are the most basic acoustic units. The 
investigation revealed that a single phoneme from speakers of different sexes forms a basic region in the speech space. These 
regions are separate or partially overlapped. Generally speaking, a vowel or a consonant occupies an ellipsoidal region while a 
diphthong occupies two partially overlapped ellipsoidal regions revealing a 'kidney' shape. The vowels, semivowels, and 
diphthongs occupy different regions than the consonants in the speech space. 

This thesis reports on a phone-based Gaussian mixture modeling (GMM) strategy based on the above phoneme space 
observations. The phone-based GMM was used for phoneme classification directly and obtained reasonably good results. It 
was also used as a VQ code-book in a DHMM isolated word recogniser and achieved significant recognition accuracies. An 
optimization procedure for the phone-based GMM is discussed in this report. The procedure leads to future recognition 
accuracy improvement and system complexity reduction. A comparison between a standard continuous density HMM system 
and the DHMM system with phone-based GMM codebook was performed. The results showed that for the isolated English 
alphabet the DHMM with phone-based GMM codebook gave better performance. 

In order to train the statistical classification algorithms for speaker independent speech recognition tasks, a very large isolated 
English digit database was collected. This database was aimed at very large number of speaker rather than a big vocabulary 
range. The vocabulary consists of 11 isolated English digits. 1108 speakers, roughly half male and half female, were recorded. 
Each speaker read the words twice. The database has been used as part of the evaluation sequences for speech recognition 
experiments in this speech processing group. 
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Masters of Engineering in Intelligent Information Processing Systems 
Signal Processing Techniques in Non-Destructive Ultrasonic Testing 
Ross Parker 
The University of Western Australia 
Department of Electrical & Electronic Engineering 
Center for Intelligent Information Processing Systems 

Ibis dissertation details a project investigating the use of ultrasonic non-destructive testing to classifY and evaluate the quality 
){machined parts. Several test parts were produced in a lathe (in a total of eight distinct, although similar designs) from a 
1igh-density PVC in order to gather sample test data. 

Jsing a commercially available lMhz ultrasonic transducer, a large number of ultrasonic pulse echo waveforms were digitised 
md captured. The dissertation concentrates on the subsequent digital signal processing techniques used in order to accomplish 
:uch tasks as feature extraction for subsequent part classification, deconvolution to improve the depth resolution of the 
ransducer and internal profile reconstruction using interpolated B scan techniques. 
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Further tests were done in order to evaluate the sensitivity of the system and hence determine its effectiveness as a detector cf 
small flaws within the parts. The effects of beam dispersion are discussed and considered with respect to improving the 
minimum detectable flaw size of the system. 

The dissertation concludes with remarks about how such a system might be employed in industry, some practical problems 
which would need to be considered, and possible areas for further study. 

Degree: 
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Author: 
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Master of Applied Science 
A User Interface Too/kit Extension for Co-operative Problem Solving 
Regina Huntington 
The University of South Australia 
School of Computer and Information Science 

Decision making in complex, reactive systems often requires a human operator to interpret a large quantity of information in 
real time and react accordingly. Automation of such tasks is obviously desirable, but full automation is often not achievable in 
the short term, because the models of both the decision-making process and the behaviour of the underlying system are often 
incomplete. fu such situations, cooperative problem solving may provide a viable alternative to full automation. Cooperative 
problem solving in this context refers to the cooperation between a human and a computer to solve a complex, ill-defined 
problem. Research in the area of cooperative problem solving has to date concentrated on the provision of high-level support 
for decision making through the use of artefacts such as advisory system or critiquing systems. There is currently an absence 
of tools to support the low level activities that are necessary for effective decision making in ill-defmed, reactive environments. 
This thesis demonstrates how support can be provided for low-level activities in these environments, then describes an efficient 
manner for the implementation of that support. The proposed support mechanism is an information presentation :framewotk 
implemented as an extension to a graphical user interface toolkit. This framework defmes five types of toolkit component and 
the ways in which these components can interact to enable data acquired from a reactive system to be presented to the user in a 
timely and appropriate manner. The application developer combines a number of toolkit components of each type into an 
information presentation subsystem according to the needs to the application. In order to validate the framework, an extension 
to the Inter Views user interface toolkit was developed and used to build a prototype cooperative environment for robotic 
welding. 
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Camera-ready copy: 
Preregistration: 

Further Information: 
lASTED Secretariat 

15 April 1997 
1 June 1997 

1 September 1997 
1 September 1997 

1811 West Katella Avenue #101 
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